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Abstract

Electronic health data is becoming increasingly important for clinical research and
medical treatment, with more use cases emerging to improve public health. The
quantity of data significantly impacts its usefulness in these applications, resulting
in the necessity of sharing health data across facilities and international boundaries.
However, sharing sensitive health information risks patients’ privacy due to increasing
hacking incidents and data leakages. In addition, governmental regulations impede
the process of organizational cooperation to build larger datasets and prohibit the
reuse of existing data for evolving use cases. Recent research on dynamic consent has
shown that the active involvement of patients fulfills the requirement of informed
consent and positively impacts patients’ willingness to contribute their data. In this
thesis, we adopt state-of-the-art techniques to develop a new distributed health data
network for data discovery with dynamic consent that builds upon result aggregation
rather than data aggregation to eliminate the need to share patients’ health data.
The evaluation of our test system shows that we can scale the network to hundreds
of institutions and process datasets with more than ten million records within thirty
seconds.

Kurzfassung

Elektronische Gesundheitsdaten werden für die klinische Forschung und die medizinis-
che Behandlung immer wichtiger, und es entstehen immer mehr Anwendungsfälle
zur Verbesserung der öffentlichen Gesundheitspflege. Die Menge der Daten hat erhe-
bliche Auswirkungen auf ihren Nutzen, was dazu führt, dass Gesundheitsdaten über
Einrichtungen und internationale Grenzen hinweg ausgetauscht werden müssen. Die
gemeinsame Nutzung sensibler Gesundheitsdaten ist jedoch mit einem großen Risiko
für die Privatsphäre der Patienten verbunden, da die Anzahl der Hackerangriffe
und Datenlecks zunimmt. Darüber hinaus behindern staatliche Vorschriften den
Prozess der organisatorischen Zusammenarbeit zum Aufbau größerer Datensätze
und verbieten die Wiederverwendung vorhandener Daten für neue Anwendungsfälle.
Jüngste Forschungen im Bereich ‘Dynamic Consent’ haben gezeigt, dass die aktive
Beteiligung der Patienten die Anforderung der informierten Einwilligung erfüllt und
sich positiv auf die Bereitschaft von Patienten auswirkt, ihre Daten zur Verfügung zu
stellen. In dieser Arbeit setzen wir modernste Techniken ein, um ein neues verteiltes
Netzwerk von Gesundheitsdaten mit ‘Dynamic Consent’ zu entwickeln, das auf der
Aggregation von Ergebnissen statt auf der Aggregation von Daten beruht, um die
Notwendigkeit der Weitergabe von Gesundheitsdaten der Patienten zu beseitigen.
Die Auswertung unseres Testsystems zeigt, dass wir das Netzwerk auf Hunderte von
Einrichtungen skalieren und Datensätze mit mehr als zehn Millionen Datensätzen
innerhalb von dreißig Sekunden verarbeiten können.
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throughout the thesis with his expertise, advice, and guidance, even during times
of high workload. His continuous feedback and criticism helped me to improve my
thesis throughout my work.

My thanks go to my second examiner, Priv.-Doz. Dr. rer. nat. Walter Unger’s
compelling lectures have ignited my passion for computer science and motivated me
to persevere in my studies. His lectures have significantly enriched my academic
perspective.

I am also thankful to the entire team at COMSYS. The constructive feedback I
received while writing this thesis has greatly enhanced my work. Moreover, I want to
thank the entire chair for the long-lasting access to a dedicated server for evaluation
purposes. Without this access, the results of my thesis would not have been possible.

Finally, I want to thank my relatives and beloved partner, who supported and
encouraged me throughout this thesis.





Contents

1 Introduction 1

1.1 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

1.2 Outline . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

2 Background 5

2.1 Cryptography . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

2.1.1 Elliptic Curves Cryptography . . . . . . . . . . . . . . . . . . 5

2.1.2 ElGamal – Homomorphic Encryption . . . . . . . . . . . . . . 8

2.1.3 Stealth Addresses . . . . . . . . . . . . . . . . . . . . . . . . . 8

2.1.4 Zero-Knowledge Proofs of Discrete Logarithms . . . . . . . . . 9

2.2 Public Key Encryption with Keyword Search . . . . . . . . . . . . . . 10

2.2.1 Attack Models . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

3 Related Work 13

3.1 Health Data Sharing . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

3.1.1 Ethics and Requirements for Health Data Sharing . . . . . . . 14

3.1.2 Regulatory Frameworks . . . . . . . . . . . . . . . . . . . . . 15

3.1.3 Dynamic Consent . . . . . . . . . . . . . . . . . . . . . . . . . 16

3.1.4 Measurements and Technologies for Regulatory Compliance . 17

3.2 Privacy–Preserving Queries on PHI . . . . . . . . . . . . . . . . . . . 21

3.2.1 Owner–Centric Schemes in Multi–User Environments . . . . . 21

3.2.2 Horizontal Scalability of Data Providers . . . . . . . . . . . . 23

3.2.3 Achieving Sublinear Efficiency on Queries . . . . . . . . . . . 24

3.3 Distributed Health Data Networks . . . . . . . . . . . . . . . . . . . 26

3.3.1 PCORnet — Privacy–Preserving Cohort Discovery . . . . . . 26

3.3.2 UnLynx — Decentralized Privacy–Conscious Data Sharing . . 29



4 Problem Statement 33

4.1 Problem Scope . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

4.2 Objectives . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

4.2.1 Functional Objectives . . . . . . . . . . . . . . . . . . . . . . . 34

4.2.2 Non–Functional Objectives . . . . . . . . . . . . . . . . . . . . 35

4.3 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35

5 System Design 37

5.1 System Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37

5.1.1 Conceptional Idea . . . . . . . . . . . . . . . . . . . . . . . . . 38

5.1.2 Schematic Overview of Actors and Tasks . . . . . . . . . . . . 40

5.1.3 Entities . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

5.1.4 Network Architecture . . . . . . . . . . . . . . . . . . . . . . . 44

5.2 Building Blocks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

5.2.1 Structure of Electronic Health Records . . . . . . . . . . . . . 45

5.2.2 Bucketization . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

5.2.3 A suitable PEKS Scheme . . . . . . . . . . . . . . . . . . . . . 48

5.2.4 Query Data Structure . . . . . . . . . . . . . . . . . . . . . . 52

5.2.5 Efficient Linkability of Anonymous Messages . . . . . . . . . . 54

5.3 Protocols . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55

5.3.1 Organization Data Exchange with the Data Owner . . . . . . 56

5.3.2 Data Import . . . . . . . . . . . . . . . . . . . . . . . . . . . . 56

5.3.3 Query Deployment . . . . . . . . . . . . . . . . . . . . . . . . 60

5.3.4 Query Processing . . . . . . . . . . . . . . . . . . . . . . . . . 65

5.3.5 Result Reception . . . . . . . . . . . . . . . . . . . . . . . . . 69

6 Implementation 73

6.1 Tools and Technologies . . . . . . . . . . . . . . . . . . . . . . . . . . 73

6.1.1 Rust: Concurrency, Networking, and Cryptography . . . . . . 73

6.1.2 Frameworks . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74

6.1.3 Cryptographic Primitives . . . . . . . . . . . . . . . . . . . . . 76

6.2 Software Composition . . . . . . . . . . . . . . . . . . . . . . . . . . 77

6.2.1 Components . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78



6.2.2 Binaries . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

6.3 Implementation Details . . . . . . . . . . . . . . . . . . . . . . . . . . 80

6.3.1 Non–Blocking Runtime for Network Communication . . . . . 81

6.3.2 Database Structure and Algorithms . . . . . . . . . . . . . . . 81

6.4 Verification and Testing . . . . . . . . . . . . . . . . . . . . . . . . . 83

6.4.1 Correctness of Query Evaluation . . . . . . . . . . . . . . . . . 83

7 Evaluation 85

7.1 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

7.1.1 Testbed . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

7.1.2 Test Data and Queries . . . . . . . . . . . . . . . . . . . . . . 87

7.1.3 Performance Analysis . . . . . . . . . . . . . . . . . . . . . . . 89

7.2 Performance Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

7.2.1 Query Duration in Correlation with Number of Records . . . . 91

7.2.2 Analysis of Hot Spots . . . . . . . . . . . . . . . . . . . . . . . 94

7.2.3 Vertical and Horizontal Scaling of Test-Servers . . . . . . . . . 97

7.2.4 Bandwidth Usage and Message Size . . . . . . . . . . . . . . . 98

7.3 Scalability . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 100

7.3.1 Horizontal Scalability of Collective Authority Members . . . . 101

7.3.2 Horizontal Scalability of Data-Providers . . . . . . . . . . . . 102

7.3.3 Impact of Unavailabilty and Infrastructure Changes . . . . . . 103

7.3.4 A Use Case Scenario on German University Hospitals . . . . . 104

7.4 Privacy and Security . . . . . . . . . . . . . . . . . . . . . . . . . . . 105

7.5 Trade–Offs on Performance and Privacy . . . . . . . . . . . . . . . . 106

7.5.1 Tracing Overhead . . . . . . . . . . . . . . . . . . . . . . . . . 107

7.5.2 Feasability of Larger Queries . . . . . . . . . . . . . . . . . . . 107

7.5.3 Artificial Data . . . . . . . . . . . . . . . . . . . . . . . . . . . 108

7.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 109

7.6.1 Over the Edge of the Threat Model . . . . . . . . . . . . . . . 110

8 Conclusion 111

8.1 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112

8.1.1 A Data Owner Interface . . . . . . . . . . . . . . . . . . . . . 112

8.1.2 Structual Adoption of ICD Codes . . . . . . . . . . . . . . . . 112

8.1.3 A Custom-Made PEKS Scheme . . . . . . . . . . . . . . . . . 113

8.1.4 Enhanced Query Expressiveness . . . . . . . . . . . . . . . . . 113



Bibliography 115

A Appendix 133

A.1 List of Abbreviations . . . . . . . . . . . . . . . . . . . . . . . . . . . 133

A.2 Network Messages . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 136

A.3 PEKS Algorithms . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 140

A.4 University Hospitals Data . . . . . . . . . . . . . . . . . . . . . . . . 142



1
Introduction

Health data, in the form of electronic health records (EHRs), are widely accepted
to facilitate clinical research in various fields [CSK+13, DMTB21], with more use
cases emerging [CBC+17]. Its quantity and quality have a significant impact on
its usefulness [BHCW10, KRN+19]. Therefore, sharing data is essential to improve
public health [WB11, SKMS13, CBP14]. Nevertheless, this comes at great risk to
patients’ privacy. The California data breach report [HG16] and reports of the U.S.
Department of Health and Human Services [oHfCR21] show an increase of protected
health informations (PHIs) affected by data breaches, with more than thirty-seven
million individuals affected in 2020. Moreover, patients are aware of these risks and
less willing to donate their data, especially due to marginal control of their data
usage [CH12]. This threat is also reflected by the increasing amount of regulations on
data sharing that institutions must fulfill by law, including the necessity of informed
consent of patients for any use of their data, inducing problems in new use-cases that
require reinform patients about the evolving usage of their data [SS11, SKMS13].

One health data application important to clinical research and observational studies
is cohort discovery [BHCW10, FMH+21]. Here groups of individuals are identified
and assembled based on shared characteristics. To locate cohorts and to address a
hypothesis, researchers use data discovery to search for subsets of shared characteris-
tics in large datasets that are applicable for further investigation. Therefore cohort
discovery directly benefits from larger datasets [FMTP+20].

For the last decade, multiple systems were presented, employed, and tested to support
data discovery for shared health data based on Privacy–Preserving Technologies

(PPT) in real-world use cases. Yuan et al. [YMM+17] published a system of a central
data hub that evaluates search requests on encrypted data adopting research in
the cryptographic field of asymmetric searchable encryption. This system allows
providers to share data in an encrypted format, protecting their data even in a
breach. In addition, their implementation utilizes advances in encrypted databases
to achieve fast performance in evaluating search requests. However, stored data is
still vulnerable to brute-force attacks by the data hub, and the contribution to this



2 1. Introduction

system still requires us to outsource patient data in encrypted form. The UnLynx
system [FES+17] followed another approach with a distributed setup of multiple
institutions evaluating queries on encrypted data without a central hub. In their
system, the data hub is replaced by a collective authority that ensures data safety in
a more robust any-trust security model, further securing patients’ data against offline
keyword-guessing attacks. While these systems enhance the adoption of medical
data sharing by strengthening the privacy and security of the data, other systems
have developed that focus on compliance with policies and regulations and increase
the willingness of patients to collaborate in clinical research. This research became
known as dynamic consent and focused on adopting interactive interfaces, such as
websites and mobile devices, to fulfill the necessity of informed consent.

From our previous brief introduction to existing research in health data sharing, we
know it is possible to build distributed networks collaborating in clinical research with
great security and privacy guarantees for data owners and users by utilizing PPT.
Especially the UnLynx system showed that data can be processed by a collection
of members rather than a central entity. However, still, institutions are required
to share their data in encrypted form, inducing problems with institutional policies
and regulations, thus limiting its scalability in international collaboration [CWJ+16].
Furthermore, patients need to be more actively involved in the usage of their data as
research has shown that this solves problems by fulfilling the necessity of informed
consent and increases the willingness of patients to contribute their data by offering
more granular options on whom to share their data. We conclude there is a gap
between research and its adoption in distributed health data networks (DHDNs),
limiting the scalability and disposability of health data.

1.1 Contributions

In the context of this thesis, we tackle the challenges of collaborative research on
protected health information (PHI) by developing our own distributed health network.
The problems we solve include patient privacy and security issues and data sharing
constraints, including its limited scalability for evolving use cases. To achieve these
goals, we adapt advances in the research of distributed health data network (DHDN),
encrypted databases, dynamic consent, and searchable encryption. More particularly,
we achive the following contributions:

• We combine the benefits of the DHDN architectures from Yuan et al. [YMM+17]
and Froelicher et al. [FES+17] such that we can exploit the performance benefits
of a central entity and encrypted databases with the security guarantees of a
distributed collective authority.

• By adopting recent advances in asymmetric searchable encryption, we put more
control on the patient and promote the usage of dynamic consent to involve
the patient in the usage of their data, giving them the decision-making power
of whom to contribute their data.

• We achieve the previous two goals in a distributed system that scales more
efficiently with the number of participating institutions and is more performant
than a central data hub, suitable for practical use in real-world scenarios.
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By achieving our results, we enhance the privacy and security guarantees for patients
and researchers, promote the contribution of more health data in various applications,
including clinical research, and improve public health for our society.

1.2 Outline

To show the previous results of our contribution, we structure our thesis as follows:
We introduce our notation and some background on cryptographic primitive and
searchable encryption in Chapter 2. This background serves as a more technical intro-
duction to some of the technologies we deploy that we consider as non-fundamental
knowledge in cryptography and Privacy–Preserving Technologies (PPT), including
the basics of asymmetric searchable encryption. Following, we give a more compre-
hensive view of related work and the context of this thesis in Chapter 3. Therefore,
we start by sensitizing the topic of health data sharing, covering ethical principles
and the resulting governmental policy frameworks that must be fulfilled. Further, we
elaborate on existing technologies that solve the challenges of ethical and governmen-
tal obligations before finally reviewing the design of existing distributed health data
network (DHDN) and how they deploy those technologies. After reviewing the cur-
rent state of research and its deployment, we identify the research gap and determine
our thesis objective in alignment with our previously set research contributions in
our problem statement in Chapter 4. We propose a system design in Chapter 5 of a
distributed health network with dynamic consent supporting privacy–preserving data
discovery and fulfilling our objective goals. Therefore, we first introduce a schematic
view of the technologies and concepts we deploy before comprehensively describing
every protocol deployed, including a discussion on trade-offs and security and privacy
characteristics. After that, we highlight some of our implementation details of a
prototype in Chapter 6 before assessing its conformance with our set objectives in
our evaluation. In Chapter 7, we show that our system is not limited to adopting
new technologies to facilitate data sharing but also does so efficiently. We show the
simulation of our network in a distributed system of twenty institutions on a single
machine and still get competitive results compared to other DHDNs. Finally, in
Chapter 8, we conclude this thesis with an overview of achieved goals and research
contribution before discussing future work to improve our proposed system.
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2
Background

This chapter describes the background of fundamental cryptographic primitives
deployed throughout this thesis. Therefore, we start with some basic knowledge on
elliptic curve cryptography (ECC), introduce our notation, and gradually advance to
more specialized protocols. After that, we look into a specific field of asymmetric
searchable encryption (ASE) called public key encryption with keyword search
(PEKS) which is of major importance in the context of this thesis.

2.1 Cryptography

This section starts with a basic introduction to our notation for elliptic curve
cryptography (ECC), followed by an overview of protocols for establishing shared
secrets and generating digital signatures. We define bilinear pairings, a widely used
primitive in the asymmetric searchable encryption (ASE) field. After that, we look
into three larger cryptographic protocols that can be implemented using ECC. More
particularly, we look into stealth addresses that enable us to link messages without
revealing identities and homomorphic encryption to aggregate encrypted data. For
the last protocol, we highlight discrete logarithm proofs that empower us to prove
the correctness of computations involving secrets without revealing the secrets.

2.1.1 Elliptic Curves Cryptography (ECC)

ECC is a form of asymmetric encryption used in public-key cryptography and has
been proposed as an alternative to the widely adopted Rivest-Shamir-Adleman (RSA)
cryptosystem. One of its advantages is that using shorter key lengths compared to
RSA results in more efficient computation for basic operations. To accomplish this,
ECC utilizes the mathematical structure of elliptic curves to map finite field elements
onto a plane curve. We denote the set of finite field elements or scalars as Z∗

p and
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the set of points on the elliptic curve as G. For readability, we use lowercase letters
for scalars and capital letters for points.

Scalars form a field that supports the typical arithmetic operations of addition (+)
and multiplication (·). Moreover, additive (−s) and multiplicative (s−1) inverses exist,
enabling subtraction and division to be naturally defined. On the other hand, the
elliptic curve forms an abelian group under addition (+), with inversion of elements
(−P ). In addition, elliptic curves have an exponentiation operation (.) that raises a
point to the power of a scalar s.P =

∑s
1 P .

Importantly, the exponentiation serves as a trapdoor function in this context. For
given points P and B, it is assumed computationally infeasible to find a scalar s that
satisfies P = s.B. This problem is known as the Elliptic Curve Discrete Logarithm
Problem (ECDLP).

In ECC, the secret key corresponds to a scalar skA ∈ Z∗
p, and the public key is

a corresponding point on the curve PKA = skA.B. The point B on the elliptic
curve, referred to as the base point, acts as a generator for the elliptic curve group.
Importantly, B is a parameter of the cryptographic scheme chosen over an elliptic
curve and is publicly known to all parties.

2.1.1.1 Elliptic Curve Diffie–Hellman

ECDH serves as the elliptic curve variant of the Diffie-Hellman key agreement protocol,
with the main objective of establishing a shared secret over an unsecured channel
via public-key cryptography. Consequently, mutual knowledge of public keys among
participants is required. As an example, given (PKA, skA) and (PKB, skB) as Alice’s
and Bob’s key pairs, respectively, the shared secret can be calculated as follows:

SS = (skA · r) .PKB = (skB · r) .PKA = (skA · skB · r) .B with r ←$ Z∗
p

A primary advantage of this scheme is the ability to compute a shared secret without
any prior interaction with the recipient. Consequently, the protocol is frequently
employed to transmit a shared secret alongside a ciphertext, which is encrypted
using symmetric encryption with a key derived from the shared secret via a hash
function [KE10].

2.1.1.2 Digital Signatures

Elliptic curves find another key application in digital signature schemes. A digital
signature is a cryptographic tool that validates the authenticity of messages. In
essence, a digital signature scheme comprises two operations:

• SignskS (M)→ S: The signing operation authenticates a message on behalf of
the sender by generating a signature.

• VerifyPKS (M,S)→ {true, false}: This operation confirms whether the sender
indeed issued a given signature for a specific message.
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Typically, message authenticity is ensured through secure communication chan-
nels [RD08]. However, in secure channel free (SCF) environments, these schemes
can authenticate messages and protect their integrity. In the field of ECC-based
signatures, two well-established schemes exist: Elliptic Curve Digital Signature Algo-
rithm (ECDSA) and Edwards-curve Digital Signature Algorithm (EdDSA) [BBJ+08].
While the latter is designed as a faster alternative to ECDSA, it requires a specific
type of elliptic curve known as the twisted Edwards curve.

One issue with traditional signature schemes is the need to know the signer of a
message to validate the signature. The following section will introduce a different
signature scheme that addresses this issue.

Linkable Spontaneous Anonymous Group Signatures

Anonymous group signatures enable a group member to sign a message on behalf of
a group without revealing their identity [LWW04]. These group signatures can be
further categorized based on their group member structure. In spontaneous groups,
the signer can select a set of co-signers from a list of eligible candidates, forming a
random group of signers. Notably, collaboration from a co-signer is not required for
the signer to create a valid signature.

However, the anonymity of these signatures can induce issues in certain applications.
For instance, consider a scenario involving a petition where signers prefer to keep
their identities hidden. They could choose co-signers from a list of eligible candidates,
sign the document for themselves and each co-signer, and due to anonymity, no one
could detect this misuse.

To address the issue of double signing, linkable group signatures introduce two
additional constructs: a message tag and a key image. The key image is an additional
cryptographic entity generated by the sign operation, and it is deterministic and
unique to the signer’s secret key and message tag, regardless of the chosen group of
co-signers. Consequently, if someone signs two messages with the same message tag,
they must have the same key image; otherwise, the signature must be invalid [A+20].
The key image does not reveal any information about the signers’ identity.

2.1.1.3 Bilinear Pairing

A bilinear pairing, in the context of ECC, is a map e : G1 ×G2 → Gt of two elliptic
curves G1,G2 to a third curve Gt fulfilling the follwing properties:

Bilinearity. ∀a, b ∈ Z∗
p, P ∈ G1, Q ∈ G2 : e (a.P, b.Q) = e (P,Q)a·b

Non-Degeneracy. e ̸= B0
t

Computability. The pairing function e is efficiently computable.

For G1 = G2, we call e a symmetric pairing, otherwise asymmetric. Notably,
asymmetric pairings are of higher efficiency at the same security level [BCM+15].
Thus, we generally work on asymmetric pairings with the previously introduced
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notation to differentiate their groups. In addition, we write B1, B2 and Bt = e(B1, B2)
for the base points of the respective groups.

While bilinear pairings are an active field of research, they have various applications,
including signatures [BLS01] and identity based encryption (IBE) [BF01]. One field of
particular interest in the context of this thesis is searchable encryption, where bilinear
pairings are a state-of-the-art technique to provide privacy-preserving searches on
encrypted data [GY15, WMCZ16, LLZ19].

2.1.2 ElGamal – Homomorphic Encryption

Homomorphic encryption refers to encryption schemes with homomorphic ciphertext
compositions that correspond to their plaintext compositions. Thus, one can compute
the aggregation of encrypted values without knowing them using homomorphic
encryption schemes. One of these homomorphic encryption schemes is ElGamal, which
uses asymmetric key encryption and works with ECC as defined in Algorithm 2.1.

ElGamalPKA
(M)

return (r.B, (π (M) · r) .PKA) , r ←$ Z∗
p

ElGamal−1
skA

((C1, C2))

return π−1 (C2 − skA.C1)

Algorithm 2.1: Definition of the ElGamal encryption scheme using ECC. Here π is a
reversible mapping of the message space to the elliptic curve.

According to the definition of the ElGamal encryption, we can aggregate ciphertext
corresponding to their plaintext’s addition.

ElGamal−1
skA

(ElGamalPKA
(π (a)) + ElGamalPKA

(π (b)))

= ElGamal−1
skA

(ElGamalPKA
(a.B) + ElGamalPKA

(b.B))

= ElGamal−1
skA

((ra.B + rb.B, (ra + a) .PKA + (rb + b) .PKA))

= ElGamal−1
skA

(((ra + rb) .B, (ra + a + rb + b) .PKA))

= π−1 (skA · (ra + a + rb + b) .B − skA · (ra + rb) .B)

= π−1 (a + b) .B = a + b

One challenge of this encryption scheme is the mapping from message to and from
an elliptic curve element [FJT13]. However, for a feasible small message space, we
can iterate all possible messages and store their reverse mapping into a hashmap.
This small message space allows us to use a one-way function for our mapping and
still be able to decrypt messages. In the case of Algorithm 2.1, we chose a one-way
function for small integers such that π (a) = a.B.

2.1.3 Stealth Addresses

Stealth addresses are a method developed in blockchains to conceal a receiver’s
identity where transaction details are publicly visible [CM17]. The sender generates
a random public key and includes additional information in the transaction to enable
the receiver to derive the secret key.
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• StealthAddressPK (PKR) → (PKSA, E): Generates a new random address for a
receiver PKR and outputs a random public key PKSA and some extra information
E to be sent to the receiver.

• StealthAddresssk (skR, (PKSA, E)) → skSA: Dervies the secret key skSA for a
stealth address PKSA that targets the receiver PKR = skR.B.

The public part (PKSA, E) must be unlinkable to the receiver’s public key PKR.
Stealth addresses are closely related to the ECDH protocol and, indeed, the first
stealth address protocol used ECDH to establish a shared secret that is hashed to
a secret key [CM17]. The problem with this approach is that both the sender and
receiver can derive the secret key skR. Therefore the scheme was further adopted to
prevent inpersonation [VS18].

StealthAddressPK (PKR)

r ←$ Z∗
p

E = r.B

s = H (r.PKR)

PKSA = PKR + s.B

return (PKSA, E)

StealthAddresssk (skR, (PKSA, E))

s = H (skR.E)

if s.B + PKR
?
= PKSA then

return s+ skR

fi

return ⊥

Algorithm 2.2: An improved stealth address scheme is preventing the impersonation
of the receiver by the sender [VS18].

2.1.4 Zero-Knowledge Proofs of Discrete Logarithms

In 1997, Camenisch et. al. [CS97] published a proof system for general statements
about discrete logarithms. Here we summarize a small portion of their system and its
capabilities that fit our usage needs. Their system enables us to prove the knowledge
of a discrete logarithm w ∈ Z of Y ∈ G to the base X ∈ G. In the simplest form,
this corresponds to proving the knowledge of a private key satisfying a statement
DL(Y,X,w) := Y = w.X. However, the system is also capable of proving more
general statements on the knowledge of linear expressions

LE (Y,X1, . . . , Xn, w1 . . . , wn) := Y =
n∑
i

wi.Xi

with Y,X1, . . . , Xn ∈ G and w1, . . . , wn ∈ Z. Moreover, these formulas can be
combined to prove multiple statements consistently. One use-case of such statements
is the proof of equality of two logarithms which will serve as an example.

DLogEq (Y1, Y2, B, U, w) := DL(Y1, B, w) ∧ DL(Y1, U, w)

Here the witness w is used twice and must be consistent to yield valid proof. In
the following, these statements are summarized as a tuple (Vpub, Vsec, T ) of public
variables Vpub, variables of the witnesses Vsec and a set of linear expressions T . The
statement is the conjunction of all terms of T and is limited to using previously
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defined variables. For convenience, the explicit statement of unbound variables may
be skipped by passing a formula to the statement constructor DLogStmt, and bindings
to the curve generator B can be skipped. Using this notation, the previous example
can be summarized as follows:

DLogEq := ({Y1, Y2, U} , {w} , {Y1 = w.B, Y2 = w.U})
=DLogStmt(Y1 = w.B ∧ Y2 = w.U)

A proof of this statement can then be constructed by proof = DLogProof(stmt, var)→
Gm×Zn where stmt is a statement tuple and var a mapping from Vpub to G and Vsec

to Z respectively. The proof consists of m = |F | points for each linear expression
and n = |Vsec| scalars for each witness. Similary such proof can be verified using
DLogVerify(stmt, proof, var) → {true, false}. Here var only requires mappings for
Vpub.

2.2 Public Key Encryption with Keyword Search

Cloud computing offers users an economical and scalable platform to outsource
services and data, but besides its benefits, users’ adoption is hindered by the security
risk of data breaches [HKA19]. One solution to this problem is to store data encrypted
in the cloud such that a data leakage of reveals no information. In 2000, Song et
al. [SWP00] published a cryptographic scheme allowing users to query encrypted data
on a semi-trusted, third–party server. With the original formulation only considering
symmetric encryption, Boneh et al. [BCOP04] adapted the scheme to asymmetric
encryption introducing the notion of public key encryption with keyword search
(PEKS). This section introduces the basic framework of PEKS schemes.

Owner User

Server

=PEKS(   ,   ,   ) =TRAPDOOR(   ,   ,   )

TEST(   ,   ,   )

2

1

1

1

4

3

Figure 2.1 Exemplary PEKS architecture without result retrieval. 1) Exchange of global
parameters. 2) Patient encrypts keywords for a particular user and server. The index is
forwarded to the server and stored in a database. 3) The user creates a trapdoor to search for
a specific keyword. 4) The server matches the trapdoor with patients’ indices.

In a PEKS scheme, an owner encrypts their data for a specific user and then stores
the encrypted keyword on a semi-trusted cloud server. After that, the authorized
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user can issue an encrypted search request to that server, matching the data without
letting the server infer any information on the data and search. Commonly the
encrypted data is called index (I), and the encrypted search request trapdoor (T ).
Further, we name the corresponding functions PEKS, Trapdoor, and Test to create
the index, trapdoor, and match the data on the server, respectively.

2.2.1 Attack Models

Although PEKS schemes strengthen security and privacy guarantees, they are vul-
nerable to attacks. This section briefly introduces the two most considered attacking
models on PEKS schemes [NAG22].

Keyword Guessing. Keyword guessing is one of the most prominent attacks on PEKS
schemes. In a keyword-guessing attack, the attacker tries to guess the content of an
index or trapdoor, compromising the owner’s and user’s privacy. Commonly this
induces a brute-force method where the attacker benefits from a small keyword space.
Therefore the attacker uses access to the test function to repetitively generate all
possible indices until it matches a trapdoor, revealing the keyword searched. Similarly,
an attacker can abuse the capability to create trapdoors to iteratively create all
possible trapdoors until it matches an index. Further keyword-guessing attacks are
distinguished by the method they are carried out. In an external keyword guessing
attack, the attacker cannot perform the required brute-force operation by themselves
and uses other vulnerabilities, e.g. non-secure communication channels, to replace
the search reuests of other users. On the other hand, if the attacker can perform the
test and an additional operation, we categorize them as an internal attacker.

File Injection. In a file injection (FI) scenario, an attacker injects false data into
a system to obtain information on the query. For example, the attacker could
observe the access pattern on injected data to get insights into the keyword of a
tradooor [NAG22] using statistical analysis. While Zhand and Zhang [ZZ11] were
the first to show the feasibility of FI attacks, Ahmed and Barkat Ullah [ABU18] have
shown that this attacking vector is increasingly executed, including in the context of
health data.
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3
Related Work

Since the introduction of electronic health records, many different uses have been
explored to increase public health. Data sharing has become an increasingly important
component with increased opportunities and benefits. However, due to the high
sensitivity of the data, these systems must always find a compromise between usability
and privacy. In this chapter, we will take a closer look at the ethical principles and
technology used to accomplish them in modern systems.

Health Data Sharing Ethics and Principles Policies

Dynamic Consent

Owner–Centric Schemes in 
Multi–User Environments

Challenges

Horizontal Scalability 
of Data Providers

PCORnet, a Privacy–Preserving 
Cohort Discovery Framework

UnLynx, a Decentralized 
System for Privacy–Conscious 
Data Sharing

Achieving Sublinear 
Efficiency on Queries

Background

Technology

Analysis

Privacy–Preserving 
Queries on PHI

Distributed Health 
Data Networks

Figure 3.1 A structural overview of the related work chapter, categorizing the content into
multiple stages that progressively build upon each other. Arrows indicate the logical flow, where
sections serve as a coherent follow-up to the preceding one.

Sensitizing for sensitive health data, we elaborate on electronic health care in the
context of data sharing in Section 3.1. We introduce vital aspects of collecting,
storing, and analyzing EHRs, pointing out problems in usability and collaboration and
modern concepts to overcome those. Following, in Section 3.2, we review asymmetric
searchable encryption as a state–of–the–art technology for privacy-preserving data
exploration. We cover this area’s most common research directions, highlighting
key features and drawbacks of health data-sharing challenges. Finally, based on
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the taxonomy introduced, we classify existing systems with privacy-preserving in
Section 3.3. Therefore, we elaborate on current systems exploration capabilities,
analyze them, and work out standard metrics for evaluating such systems.

3.1 Health Data Sharing

Health data, in the form of Electronic health records (EHRs), are widely accepted
to facilitate clinical research in various fields [CSK+13, DMTB21], with more use
cases emerging [CBC+17]. Its quantity and quality have a significant impact on
its usefulness [BHCW10, KRN+19]. Therefore, sharing data is essential to improve
public health more efficiently [WB11, SKMS13, CBP14]. However, due to the high
sensitivity of health data, strict standards have been developed to balance the need
for data sharing and patient privacy [KHT+11, ADW+18]. As this thesis will work
on such data, it is of great interest to elaborate on these ethical standards and their
principles to carve out commonly used techniques, trade-offs, and characteristics.

3.1.1 Ethics and Requirements for Health Data Sharing

In 1979, the Belmont report set the de–facto standard of fundamental ethical principles
providing a clear guideline to protect humans as a research subject [ftPoHSoBR79].
With the increasing adoption of EHRs, researchers investigated these ethical princi-
ples in the context of electronic data–sharing systems. Their goal was to balance the
rights and responsibilities of those who produce and consume data in a sustainable
way [WB11] that will increase public health in the long term. The elaborated princi-
ples were later subclassified into groups of principles and procedures by Knoppers
et al. [KHT+11] as an international data–sharing Code of Conduct. These principles
served as a basis for governmental frameworks and research in this area, stating
critical requirements for data–sharing systems.

Quality. Shared data should be of high quality and peer-reviewed. Achieving higher
quality results in more efficient and comparable results in collaborative research.

Accessibility. Data should be stored and shared securely so that data providers can
maximize their value. Data usage and generation should be balanced between user
and owner so that donors benefit from participating.

Responsibility. Governance should be shared across all parties, encouraging interop-
erability.

Security. Data storage access should be authorized, and data providers and users
should be traceable to be held accountable for violating their responsibilities.

Transparency. Participating network entities should be transparent, publishing all
about their research intent, funding, and progress.

Accountability. Participants should be held accountable and stay under continuous
monitoring and governance of third–party agencies.

Integrity. Derivation of datasets from other primary sources should retain integrity
and acknowledge authors of the original data.
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In the following, we will elaborate on the challenges to satisfy these requirements
and regulatory frameworks. These will give a comprehensive view of the problems
we solve in this thesis, including common techniques to face those.

3.1.2 Regulatory Frameworks

Due to the sensitivity of the information in EHRs and the increasing public awareness
of the risks of sharing health data [MC11, KBK+16], governments continuously regu-
late its usage to protect patient privacy while partially retaining usability [ADW+18].
Regulations like the US Department of Health and Human Services Common Rule,
Health Insurance Portability and Accountability Act (HIPAA), or the EU Data Pro-
tection Directive set legal frameworks for obtaining, storing, and processing personal
data. Some critical aspects of fulfilling regulations include, but are not limited to,
de–identification and consent.

De–identification. This method modifies records to impede the re-identification of indi-
viduals. Here the challenge is to find a balanced amount of modifications to retain the
quality of the data. For example removing too much sensitive data decreases usability
for specific research areas [ADW+18]. Finding the right amount of de-identification
to ensure anonymization is an elaborated task with high risks and implies extra
cost [Ohm09, LLM+16]. Furthermore, de–identification shall impede re-identification
but not prevent, leading to vague requirements [Swe02, CSK+13]. HIPAA states
that there shall at most be a “small risk” to reidentifying patients, lacking a precise
formulation leading to adoptions vulnerable to re–identification [ADW+18]. For ex-
ample, Latanya Sweeney [Swe02] showed that linking multiple data sources makes
re–identification possible. In that particular case, voter registrations were linked
with patient–specific data based on individuals’ day of birth, sex, and ZIP code
leading to unambiguous identification of individuals. Benitez et al. [BM10] inves-
tigated the risk of re–identification on datasets applying the HIPAA privacy rules.
Their results show that applying policies does not guarantee privacy and can leave
organizations at the risk of reidentifying up to 60% of the individuals based on the
organizations’ metrics and policy chosen. Similar results were surveyed outside the
context of clinical research by El Emam et al. [EEJAM11], highlighting publications
attacking de-identification with evidence of high re-identification rates. Notably,
Ochoa et al. [ORRS01] described a method of reidentifying 75% of homicide victims
in Chicago, across databases, based on an improved matching approach on geographic
data to link individuals.

We conclude that re–identification is a prominent risk, challenging protecting patients’
privacy, even if government policies are applied. Later, in Section 3.1.4.3, we will
investigate more into research enhancing privacy guarantees while retaining usability.

Consent. In the consent model, data providers ask patients for agreement to share
their data in a pseudonymized form. Regulations provide general requirements for
such a consent formula, including the necessety to state the research intent in
a compact structure. This so-called informed consent protects the patients’ au-
tonomy and self-determination, enforcing ethical standards [CSK+13, ADW+18].
The informed consent can be very restrictive, especially for later reuse or inter–
organizational research, as this often requires gaining retrospective consent, which
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is not always possible [CDD+17] and is cost intensive [DCK+17]. Broad consent
tries to solve the problems of data reuse in the broad consent model in the case of
uncertainty in future research. This model partially solves the problem of continu-
ously required re–consent [SS11] but at the cost of transparency and donors’ freedom
of choice [SKMS13], leading to controversial discussions on the ethical aspects of
broad consent [HLP12, SKMS13, KWL+15]. Consequently, the recent development
of the regulatory framework General Data Protection Regulation (GDPR) includes
the necessity of informed consent [LMAS20]. Another drawback is the decreasing
willingness to contribute data because donors are less likely to consent to broad
agreements, having no granular control over their data usage [CH12, KBK+16].

We have seen regulatory frameworks obligatory to share health data that balance
usability and owners’ privacy. In the case of de-identification, we highlighted the
vague and insufficient formulation leaving data at risk of re–identification. On the
other hand, the necessity of owner consent leads to problems in maintainability and
usability and decreases patients’ willingness to contribute their data to research.
For the latter problem, researchers have come up with a modern solution, namely
dynamic consent.

3.1.3 Dynamic Consent

With the progress in information technology (IT), emerging technologies like smart-
phone apps, and Internet of things (IoT) devices, the amount of data collected
and its impact on electronic healthcare is increasing rapidly [KRN+19, VHVJ20].
Traditional consent models struggle to fit these new requirements of rising numbers
of available records [KWL+15], evolving use cases [SKMS13], and international co-
operation [VPPE+14, BLTK+17]. Researchers proposed the dynamic consent model
utilizing these new technologies to create an interactive communication channel be-
tween researchers and patients [KWL+15]. This model enables researchers to contact
patients more efficiently, ask for (re–)consent, actively inform them about their data
usage, and share data cross–border at a larger scale [BLTK+17]. Additionally, it shifts
data access governance to its owner, allowing patients to administer their shared data
access. Thus, dynamic consent promises to solve multiple of our elaborated problems
with classical consent schemes, but it is relatively new, requiring practical experience
in its application.

iCONCUR [KBK+16] put dynamic consent to the test. In their study, participants
could configure preferences of which data to share with whom. The results show that
a dynamic consent management system makes patients feel more comfortable sharing
their data and increases their willingness to participate. Furthermore, it spotlights
vital characteristics of research usage intent and data categorization that influence
participation, highlighting the importance of transparency. Notably, patients were
more likely to share their data with affiliated institutions and non-profit organizations
and would like to be informed about their data usage. Similar results have been
published by Page et al. [PMM16], showing that patients care about being informed
about their data usage. Additionally, patients would like to have the ability to revoke
consent.

Although dynamic consent management systems can increase the level of trust and
lead to higher participation, the necessity of interaction may lead to decreasing
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numbers of shared records, as passive participants may be discouraged by the burden
of active upkeep [SKMS13, KWL+15]. Therefore, consent management systems should
be designed as opt-in and easy to configure, allowing patients to dive deeper if desired
and as broad as possible simultaneously. Implementing such a system is a challenging
task and may increase the cost compared to traditional solutions in the short term
because of high development costs, but they are likely to be more cost–efficient in
the long term [BLTK+17].

3.1.4 Measurements and Technologies for Regulatory Compliance

So far, we have seen requirements and regulations to comply with ethical principles
and governmental regulations. However, to review existing schemes in the context of
our thesis, we need to gain knowledge of comparable standards commonly used to
match introduced obligations. In this section, we fill this gap by reviewing research
that elaborates on techniques and characteristics to facilitate and asses networks for
health data sharing.

3.1.4.1 Quality

In order to use EHRs efficiently and gain reliable and comparable results, it is
crucial to rely on high–quality data [BHCW10, CSK+13]. Researchers [BHCW10,
KHT+11, CSK+13] measure such quality in terms of validity, completeness, and
accuracy. Achieving these goals can be very challenging and costly, especially in
the case of new diseases where data availability is changing rapidly [LUM+20]. To
ensure reliable and comparable quality, researchers either peer-review data or rely on
a trusted third-party certification from organizations like Healthcare Interoperability
Testing and Conformance Harmonization (HITECH) [CSK+13]. These monitoring
requirements show a close relation of quality to responsibility, accountability, and
integrity as users need to rely on the data in others’ responsibility.

3.1.4.2 Interoperability

Interoperability of heterogeneous systems is considered one of the fundamental
challenges in the design of EHR systems [BZ17]. Every computation requires a
computer to interpret, compute and present structured data meaningfully. Therefore,
researchers developed semantic models to map existing data and their relations into
a standardized electronic format.

ICD-10 [Org04], LOINC [MHS+03], and SNOMED-CT [D+06] all standardize exist-
ing disease terminology into codes serving as unique identifiers. While LOINC and
SNOMED-CT cover a broader range of other medical terms like diagnosis and general
health care as well, ICD-10 does not and is usually combined with International Clas-
sification of Functioning, Disability and Health (ICF) or International Classification
of Health Interventions (ICHI), as part of the WHO Family of International Classifi-
cations (WHO-FIC). These codes provide a discrete representation for non-numerical
attributes which can be enumerated. Notably, other non–numerical data types exist,
lacking a common standard, like images and genomes, and finding an appropriate
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interface of communication is an open problem at the time being [KRN+19]. Using
these attribute–specific representations, more comprehensive standards are developed.

openEHR publishes one of these more comprehensive standards based on ISO EN
13606 [ISO19]. This non-profit organization develops specifications for longitudinal
patient-centric data utilizing existing standards for compatibility while also providing
architectual models and extendable formats. Therefore, openEHR suits complex and
application–specific architectures requiring longitudinal persistent EHR databases.
However, due to its high complexity, openEHR is not suited for all applications [BZ17,
RT21].

Fast Health Interoperability Resources (FHIR), by HL7, is a system that focuses
more on EHRs as resource rather than part of a relational system and is designed
to share documents in short short–term communications. As a result, FHIR gained
much adoption for sharing documents and established itself as a de–facto standard for
interoperability [SRR19]. The extraction of FHIR documents from existing database
models is an active topic of research and is usually implemented as an extra layer of
abstraction on top of standards for long–term preservation [BZ17, RT21].

In addition to structural incompatibility, there are also incompatibilities in political
governance. Federal policies not synchronized to each other increase data waste
and costs of international collaboration [CSK+13]. Privacy-preserving technologies
can bypass this problem and fulfill even stricter requirements by avoiding data
sharing [CSK+13, ADW+18].

3.1.4.3 Privacy

As mentioned in Section 3.1.2, governmental policies are insufficient to guarantee
patients’ privacy. In this section, the focus is on methods balancing usability and
risks more efficiently and provide provable guarantees. Formerly, we categorize those
methods into data anonymity, differential privacy, and encryption. Note that this does
not include anonymity and privacy for the issuer of an analysis, which is generally
underrepresented in electronic healthcare systems. However, there is more research
in that regard, in the context of cryptographic schemes, which we will cover in
Section 3.2.

Data Anonymity

This category refers to methodology modifying data in order to prevent identification
of individuals. Section 3.1.2 already introduced de-identification, modifying existing
data to prevent re–identification. In this section we focus on other methods providing
stronger and provable anonymity guarantees.

In the k-anonymity model published by Latanya Sweeney [Swe02] every query on
quasi-identifier1 is required to return at least k records. This guarantees that every
record obtained by a single query is indistinguishable from at least k−1 other records.
Such indistinguishability is commonly obtained by generalization, as proposed by

1An attribute is a quasi-identifier, if it can be linked with external resources (e.g., name, date of
birth, or tax number).
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Kim et al. [KLC17]. Their model of privacy-preserving data cubes describes the
methods of global/local generalization and bucketization, each with different trade-
offs regarding data size and information loss. Poulis et al. [PLSGD17] proposed a
method of generalization for demographics and diagnosis codes. Their specialized
algorithms utilize the hierarchical structure of demographics and ICD-10 codes to
obtain strong anonymity guarantees for pre-defined utility constraints.

Weaknesses of k-anonymity include unexpected background knowledge or sequential
releases of data used to identify individuals based on the low diversity of records re-
turned in sensitive attributes [FWCY10, ADW+18]. To circumvent these limitations,
Wang et al. [WF06] introduced (X, Y)–privacy as a generalization of k-anonymity,
which guarantees k-anonymization of X quasi-identifiers concerning sensitive at-
tributes Y. Notably, Machanavajjhala et al. [MKGV07] proposed a similar extension
of k-anonymity called ℓ–diversity.

One open problem in k–anonymity-related privacy models is the selection of quasi-
identifier to protect [FWCY10]. Wang et al. [WXFW09] showed that finding optimal
anonymization with minimal generalization is NP-hard under the assumption that
data contains observable quasi-identifiers and sensitive attributes. Despite its prob-
lems, anonymization has been successfully tested and deployed in the context of
clinical research and is an active topic of research [HRP+15, FI10, PLSGD17].

Please observe that the level of modifications and received anonymization should
always be chosen with the application in mind. Here we gave a short outline on the
research of this topic, but this is far from a general guideline of security schemes to
adopt.

Differential Privacy

Even with all enhancing schemes on k-anonymity, none can provably secure data
against background knowledge attacks. For that reason, researchers came up with a
different security model. Cynthia Dwork [Cyn06] published the notion of ϵ–differential
privacy featuring privacy guarantees independent of an attacker’s background knowl-
edge and therefore eliminates the risk of linking individuals to external databases.
Ensuring that two databases are only distinguishable with at most negligible prob-
ability if they only differ in one row, including addition and removal, achieves
this property. Therefore, the differential privacy model also protects the privacy of
individuals not participating.

Records are modified to achieve this privacy notion by adding noise with negligible
observable impact on statistical distribution, which limits its application. Especially
for non-numerical data like strings or tree-structured relations, adding noise has no
sense, further limiting its practicality [Dwo08]. However, sensitive numerical attributes
can also be problematic as slight variations have to high impact on the statistical
result. McSherry et al. [MT07] showed that differential privacy could be applied
to sensitive attributes if we know the computation of the data in advance[AS00].
Therefore, general data utility is reduced, and privacy parameters must be chosen
with a specific application in mind, leading to non-trivial design choices between
privacy and usability [ADW+18].

Differential privacy outstands due to its low complexity involving no extra overhead
during computation when applied to a specific use case. As a result, it achieves
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remarkable results on big-data computations, including deep learning [ACG+16], real-
time health observation [ZLZ+17], and distributed aggregation [FES+17]. However,
this security model is still insufficient to guarantee absolute privacy as the aggregation
of small sample groups may still leak information about individuals [CSK+13]. Thus,
one should not refer to differential privacy as the solution for privacy-preserving
health data evaluation but rather as one of the tools in a toolset summarized in this
section.

Encryption

While data anonymity and differential privacy focus on preventing getting insights
of individuals from a dataset, encryption tries to prohibit viewing the dataset in
the first place. Therefore, encryption schemes provide cryptographic primitives for
integrity and confidentiality protection of data exchange and preservation. They
have provable solid security and privacy guarantees making storage outsourcing
to cloud service providers (CSPs) a viable choice. However, encryption does not
generally guarantee privacy but transfers data protection responsibilities to the secret
owner [QQLM20]. In electronic health care, asymmetric encryption schemes are
generally preferred as they do not require secret sharing and thus are usable in open
environments without secure channels, and multiuser setups do not require complex
key management [HKA19, NAG22]. Nevertheless, these schemes secure encrypted
data using the secret of one individual, which requires a high level of trust, not always
applicable to sensitive data.

Froelicher et al. [FES+17] proposed a collective authority using the (k, n)–threshold
scheme of Shamir [Sha79] to strengthen the security model even further. Their model
does not require the trust of a single entity holding a key but rather a closed group
of entities that stays secure as long as at least one member is not compromised. Such
key sharing can then encrypt and process sensitive data securely.

Recent advances in homomorphic cryptography enable such computation of algorithms
using encrypted data in asymmetric systems. Additionally, such computations can
be (partially) oblivious, increasing the privacy guarantees of the owner and the
user [FIPR05, RBLL06, WSLH15]. Such systems are widely adopted as they enable
data providers to participate in distributed computation without sharing sensitive
data in the first place [CSK+13, ADW+18]. One such computation with extensive
research efforts is the search on encrypted data [BCOP04].

Asymmetric searchable encryption allows privacy–preserving exploration of encrypted
clinical data without knowing the exact search query. Therefore, it is considered state–
of–the art practice for data exploration and cohort discovery in distributed health data
networks (DHDNs) and widely adopted in active research, and practice [CWJ+16,
FES+17, YMM+17, RTPM+19, FMTP+20]. Additionally, data can be stored and
processed by an untrusted CSPs without sharing sensitive information, outsourcing
storage and computation in a secure way. Due to the high significance of searchable
encryption on this thesis topic, Section 3.2 will cover its current state of research in
the context of this thesis.
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3.2 Privacy–Preserving Queries on Protected Health
Information

The challenges of health data sharing are typical for applications on sensitive data
and apply to other areas, such as secure databases, encrypted audit logs, or smart
grids [HKA19], to name a few. As a result, extensive research on searchable encryption
(SE) exists, but we focus on recently deployed asymetric schemes [YMM+17, FES+17].
In particular, we do not incorporate schemes based on symmetric encryption or
approximate searching. We align ourselves to established techniques commonly used
in health data sharing [CAWW19, HKA19], such as public–key and homomorphic
encryption. Further, we exclude techniques impractical for high amounts of data due
to computational overhead, such as hidden vector encryption (HVE) [BW07, ZLW18,
ZLW19] and multi–party computation (MPC) [RBLL06, Ahl16, ZXLZ17] as well as
order-preserving encryption (OPE), due to its problems with privacy [KS12] and
efficiency [ZSD+22].

To elaborate on the current state of research, we investigated recent surveys [BHJP14,
CAWW19, HKA19, NAG22] and analyzed architectures and cryptographic approaches
in the context of this thesis. That is the potential of privacy–preserving queries on
protected health information (PHI) with owner–centric capabilities. Foundend on
extracted approaches, we filtered the publications mentioned and searched for addi-
tional research. In the following, we comprehensively view our chosen related work,
including the increasingly more assertive notions of security and existing medical
applications adopting these technologies.

The organization of the remaining section reflects this systematic approach. First, we
highlight different architectures and technologies in publications and evaluate their
capabilities in owner–centric multi–user environments. Based on the publications
extracted, we continue to review distributed systems’ privacy, security, and scalability
solutions. Finally, we take a look at additional techniques used in research to achieve
higher efficiency and their impact on usability and privacy.

3.2.1 Owner–Centric Schemes in Multi–User Environments

A patient–centric scheme is required to fulfill the obligations of dynamic consent,
in which the patient is free to control whom to share their owned data [BLLS11].
Therefore, we alborate multi-user schemes with fine-grained access control, including
enrollment and revocation of users [WMCZ16, SYL+16, YM16]. In the following, we
summarize the directions of research taken, fulfill such obligations, and analyze them
concerning security, privacy, and scalability.

IBE–based Solutions. Identity based encryption (IBE) introduced by Shamir [Sha85]
simplifies key management in public key infastructures (PKIs) and is closely related
to public key encryption with keyword search (PEKS) [BW07]. Inherently IBE is
well–suited for multi–user environments, and Wang et al. [WMCZ16] adopts this
property to develop a multi–user PEKS scheme. However, their methodology requires
an n–degree polynomial index scaling with the number of possible users, making it
impracticable for large scaling systems. In the case of min–entropy attributes, Wu
et al. [WTT14] scheme has better scalability as their index size linearly depends on the
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number of possible keywords. Still, in both schemes, the trapdoor generation requires
the users’ secret key and the plaintext keyword to query, resulting in the necessity of
a secure communication channel [NAG22]. Camenisch et al. [CKRS09] proposed a
scheme that neither requires a secure communication channel nor reveals the query,
but their scheme does not support multi-user environments. To our knowledge, up
to this point in time, no IBE–based scheme exists without those requirements in a
multi-user setup.

ABE–based Solutions. The previous limitations do not hold for systems based on ABE
introduced by Sahai and Waters [SW05]. ABE encrypts an access policy rather than
the document and thus is independent of the number of users [NAG22], resulting in
very efficient multi–user schemes. Sun et al. [SYL+16] utilize this, proposing a scheme
scaling linearly with the number of possible attributes per index, which also supports
multiple owners. Nevertheless, to ensure consideration of owners’ preferences regarding
user access, the owner is constrained to trust the server where their preference is
stored as a list of allowed users. Thus, the server must be semi–trusted, and active
owner upkeep is required giving access to new users. Zhang et al. [ZZD18] noted
that previous ciphertext–policy attribute–based encryption (CP-ABE) schemes might
leak sensitive data included in the policy and proposed a scheme in which specific
attributes can be privacy protected by using linear secret–sharing (LSS). Other
problems of ABE–based schemes are the revocation of user access [LYZ+13] and
keywords update [LS15], limiting their scalability in terms of updatability. Notably,
works [HN11, ZNS12, Yan15] are solving the former problem at the cost of complex
key management or user privacy. Nevertheless, it should be mentioned that ABE–
based schemes are not designed to enable searches on data but rather receive data.
Therefore, these are applicable to enforce policies and access control but not to
encrypt patients’ data in a searchable way.

Another disadvantage of IBE and ABE–based schemes mentioned is the usage of cryp-
tographic primitives requiring a trusted central authority to manage a master key. In
a distributed setup, this leads to a single point of failure, as compromising the master
key undermines security and breaks the entire system [LCLS08, CAWW19]. While
there are solutions for collective authorities (CAs) providing such primitive cryp-
tographic protocols, such as multi–authority ABE [LCLS08] and (n, t)–IBE [Sia12],
these techniques involve MPC or scale exponentially resulting in high overhead in
computation and communication costs.

Yang and Ma [YM16] propose a different approach for a multi–user system, adopting
Blaze et al. [BBS98] proxy re–encryption protocol. In their scheme, a trusted third
party serves re–encryption keys converting ciphertexts from one key to another
suitable to perform searches independent of the user. Usually, a separate entity,
called a proxy server, is responsible for the re–encryption, and various publications
use similar techniques [GLLX13, LZF14, LS15, YM16, YZCT17]. The primary
application of these proxies is the utilization as a gateway for fine–grained access
control [HKA19, NAG22], such as authorization or time–dependent keys for limited–
time access [YM16]. One drawback is the introduction of an additional entity that
might harm the system. This entity must be analyzed independently in an appropriate
security model [NAG22, YZCT17]. Commonly, publications consider the proxy server
to be honest but curious [LS15, YM16], leading to similar security concerns as in the
case of cloud service provider (CSP). On the other hand, this approach is less complex
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than other approaches achieving simliar results and, therefore, can be adopted in
environments without trusted authority.

Froelicher et al. [FES+17] use a re–encryption technique to map ciphertexts confi-
dentially from a collective key to the key of a user, which they call the “Key Switch”
protocol. Here the trusted third party is represented by a CA, requiring collaborative
protocols for re-encryption. A group of members encrypts the ciphertext in the CA
using a (k, n)-threshold scheme [Sha79]. Therefore, messages are encrypted under
a collective key whose members partially and sequentially switch to the user key
without any member being able to decrypt the ciphertext themselves. As a result,
they increase their network security to an “AnyTrust” model [WCGFJ12], which will
only be compromised if every party member of the CA authority is compromised.
However, this requires the active involvement of every member for every operation
requiring the collective secret key, which makes the protocol less efficient.

Takeaway. Multiple techniques exist to solve the complexity limitations of multi–user
and multi–owner environments. Commonly, proposed solutions reduce complexity by
mapping ciphertexts to a secret or master key. In the case of IBE and ABE–based
solutions, this requires trusted authorities which are difficult to replace. For proxy re–
encryption, the mapping can be distributed among several servers, yielding stronger
security guarantees at the cost of computational overhead.

3.2.2 Horizontal Scalability of Data Providers

PEKS systems highlighted so far are designed with a client–server architecture in
mind, featuring multi–user and multi–owner environments but do not focus on
distributed systems with multiple data providers (DPs). Only one of the four surveys
we studied considers multiple CSPs [HKA19], not featuring scalability but rather
security aspects such as proxy servers and dedicated testers. The following will
cover some less common security issues with high significance in scalable distributed
systems and how to counter them.

3.2.2.1 Benefits of Secure Channel Free Communication

Scaling DPs or CSPs horizontally can impact capital expense and security captured by
secure channel free (SCF) communication. Secure channel free PEKS (SCF–PEKS)
schemes were initially proposed by Baek et al. [BSNS08] and define the security model
IND–SCF–CKA formerly, covering networks without access to secure channels. Their
security model requires indistinguishability of the ciphertext even if the attacker can
generate trapdoors of owned keywords. However, IND–SCF–CKA does not cover
resilience against keyword guessing (KG) attacks (IND–KGA), which was addressed
later by Rhee et al. [RSK09]. Fang et al. [FSGW13] further strengthened both security
models to IND–SCF–CKCA and IND–KGA, adding indistinguishability for chosen
ciphertext attacks and KG attacks. As a result, adopting SCF–PEKS and a suitable
security model removes the necessity of secure channels, making systems more resilient
to KG attacks and less vulnerable to data breaches [BSNS08, FSGW13, MMW+17].
Notably, it also reduces capital expense [BSNS08, MMW+17] and uses of limited
resources such as constrained bandwidth [MMW+17]. These security models are also
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more suitable for scaling cloud server instances, as they can protect a single server’s
integrity against the compromisation of others in the same network.

3.2.2.2 Threat of Information Exposure to Cloud Service Providers

Although SE schemes are designed to enable a designated tester, such as CSP, to
search for keywords without knowing the keyword or the document, this does not
inherently prevent the server from obtaining any knowledge of documents stored
and queries performed. While most publications focus on the standard models of
indistinguishability and KG, researchers have shown that this is insufficient to protect
data privacy.

An honest but curious server may analyze its’ data usage based on evaluating the
search predicate. Using this access pattern can lead to leakage of query details [SWP00,
BSNS08, CWL+14, CGPR15], as the CSP may combine this knowledge with known
keyword frequencies [ZDO+08]. Cash et al. [CGPR15] formerly specified the required
adversary knowledge, showing that an adversary can recover queries by knowing the
resulting length. Furthermore, they show that partial knowledge of stored documents
can lead to plaintext recovery, tightening the results of Zhang and Zhang [ZZ11],
who presented similar results for a malicious server using file injection (FI) attacks.
Notably, FI attacks have increased, as Ahmed et al. [ABU18] have shown. Shen
et al. [SSW09] analyzed this “Known Background” thread model under predicate
privacy, requiring tokens not to reveal any information. They conclude that this kind
of privacy is inherently impossible in the public–key setting, as it does not require a
secret key, and an adversary can encrypt arbitrary plaintexts to match the query. In
order to prevent these attacking vectors, researchers most commonly propose to take
actions to hide statistical information [SWP00, CWL+14, ÖS14, CGPR15, FES+17].

To obfuscate the query access pattern, Örencik and Savaş [ÖS14] propose inserting
fake entries into the database so that two identical queries may match different entries.
However, to prevent the correlation of queries, the number of fake entries must exceed
the number of authentic entries. Therefore, this solution introduces much memory
and computational overhead. Another approach proposed by Song et al. [SWP00] is
the periodical re–encryption of indices to prevent long–term statistics, though this
will not hide the number of matches for a particular query leading to the vulnerability
of query recovery [CGPR15].

Research shows that CSPs can recover queries and document data using statistical
information on access patterns, even in the honest but curious model. Additionally,
when outsourcing data, we should consider the increased likelihood of FI attacks.
Therefore, it is necessary to hide access patterns and prevent FI by strengthening
authorization requirements to protect owner and user privacy.

3.2.3 Achieving Sublinear Efficiency on Queries

Horizontal scalability can improve performance by parallelizing queries among mul-
tiple CSPs, but it is limited by the underlying efficiency of the search algorithm.
Consequently, in this subsection, we cover privacy–preserving techniques achieving
sublinear efficiency in SE. We introduce the notion of deterministic encryption to
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analyze its privacy issues and highlight approaches balancing privacy, efficiency, and
usability trade-offs.

3.2.3.1 Deterministic Encryption

In deterministic encryption, the encryption algorithm will always yield the same
ciphertext for a given key and plaintext. While this is common for some symmetric en-
cryption schemes, it is not for asymmetric encryption, as schemes like Elgamal [Elg85]
explicitly use randomness to encrypt data. Bellare et al. [BBO07] were the first to
adopt deterministic encryption schemes in public–key encryption to enable efficiently
searchable encryption (ESE). In these schemes, random coin tosses are replaced by a
pseudo–random generator based on hash functions, yielding comparable deterministic
encryption results. The key benefit of those schemes is their efficiency compared to
probabilistic encryption.

The proposed framework UnLynx from Froelicher et al. [FES+17] (cf. Section 3.3.2)
uses deterministic encryption for PHI exploration. In their protocol, a deterministic
tag of every attribute queried is derived using deterministic encryption of this
attribute to an ephemeral key. Then, the CSP computes the exact derivation for
every entry and matches them against the queried tags. Notably, a CA computes
this tag in a distributed network. Therefore, their protocol does not benefit from
increased efficiency, as the tag computation is time–consuming and must be computed
individually for every record.

One vital problem of deterministic encryption schemes is the vulnerability to chosen–
plaintext attacks. Suppose an attacker has access to the data and the encryption
function; he can brute–force all possible keywords by deterministically encrypting
and matching them against the document or index [BG84, SWP00, BBO07, IKK12,
BHJP14]. Additionally, Cao et al. [CWL+14] mention that such determinism can lead
to trapdoor linkability, which a CSP may use to attack keyword privacy using analysis
of usage frequencies, as covered in 3.2.2.2. In the public–key encryption setting of
Bellare et al. [BBO07], this attack model is much more complicated if the data has a
large min–entropy, as the attacker has to attack each public key individually. However,
in practice, most data has a small min–entropy making deterministic encryption
unsuitable for sensitive data as too much information is leaked about the content of
documents and keywords [IKK12, BHJP14].

To circumvent these problems, Song et al. [SWP00] proposed to increase the number
of false positives matching a query, yielding indistinguishability among all keywords
mapping to the same group, similar to k–anonymity. Researchers adopted this idea,
especially in the research area of secure databases, referred to as bucketization [BBO07,
Ray13].

3.2.3.2 Bucketization

This application of deterministic encryption is the design of indices with high collision,
mapping multiple keywords to the same index. Inherently such indices meet the
requirements of Song et al. [SWP00] to increase privacy by hiding the occurrence
profile [BBO07]. Furthermore, it reduces the number of documents to process with
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a less efficient scheme and is commonly used to increase efficiency [HKA19], but it
can also be used as a privacy–preserving technology for k–anonymity [KLC17], as
covered in Section 3.1.4.3.

Bellare et al. [BBO07] use bucketization to reach sub–linear search efficiency on
encrypted data. They propose deriving deterministic tags on data with low min–
entropy to map to specific buckets increasing privacy guarantees. Notably, the
proposed bucketization is configurable, leading to a flexible and adjustable trade–off
between efficiency and privacy [BBO07, KLC17]. Yuan et al. [YMM+17] adopt this
procedure with optional tags, referred to as block index. This block index is computed
using a part of the attribute as a blocking key and hashing it to the index domain.

Disadvantages of bucketization include a significant increase in data usage and
possible loss of information [KLC17] if no additional index for that attribute is stored.
On the other hand, if such an index is stored to support more granular queries,
additional computations are required to filter false positives [BBO07]. Regarding
scalability, updating the indexing structure is difficult, as all participants have to
agree and update accordingly and (partially) re-evaluate the bucketization [Ray13].

Takeaway. To achieve sublinear efficiency in SE, researchers take advantage of
deterministic encryption, reducing the complexity of searching to the lookup of an
encrypted key. Usage of this technique introduces new privacy issues, which are less
prominent but also affect PEKS schemes. To circumvent these problems, researchers
propose adding false positives that must be filtered using an additional ciphertext
or processed indistinguishable from positive matches. We conclude that privacy–
preserving ESE is possible but requires careful balancing of privacy, efficiency, and
usability trade–offs.

3.3 Distributed Health Data Networks

For the final section, we cover two schemes with privacy–preserving exploration
capabilities and classify them according to elaborated taxonomy and security mea-
surements from previous sections. Therefore, we focus on the underlying architecture,
technology, and cryptographic primitives rather than the embedding network use case.
Notably, other distributed health data networks (DHDNs) [SKD+13, CBP14] are not
considered because they are applications of schemes covered [RTPM+19, FMTP+20,
FMH+21], lack privacy–preserving exploration capabilities [MWM+10, KHA+14,
KHG+14, VBL+14], or make usage of trusted authorities [CWJ+16, VN21] (cf. Sec-
tion 3.2.1).

3.3.1 PCORnet, a Privacy–Preserving Cohort Discovery Frame-
work

The Patient-Centered Clinical Research Network (PCORnet) was launched in 2014
by the Patient-Centered Outcomes Research Institute (PCORI) as part of a governor–
funded initiative to advance the use of electronic health records in clinical research on
a national scale [FCC+14]. Since then, multiple health systems have been developed
to facilitate healthcare providers’ networks and nationwide collaboration [KHA+14,
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FMH+21]. One of the current systems, by Yuan et al. [YMM+17], supports privacy–
preserving cohort discovery, which inherently includes data exploration. In the
following, we will analyze this system, highlighting the strengths and weaknesses of
the chosen trade–offs, building a basis for decision–making for the system design of
our thesis.

PCORnet features a multi–owner single–user client–server model with a trapdoor–less
search predicate. In their model, organizations act as data owners contributing data
to a centralized data repository called the data hub, which acts as the server. Users
can search the data by sending queries to the data hub, which performs the query
without knowing the data stored and keywords queried. Figure 3.2 illustrates the
entire process and provides an overview of the architecture.

Data
Hub

Organizations

1 2

3 4

5

6 User

Figure 3.2 Architectural overview of the PCORnet framework. 1) Organizations store plain
data on–site. 2) Organizations encrypt and blind their data for the data hub. 3) The data hub
stores all encrypted data locally. 4) The user sends a query with encrypted keywords. 5) The
data hub matches the query with stored encrypted data. 6) The user receives the query result.

All owners consider their data private and only share them after encrypting with
the servers’ public key and blinding it with a secret value unknown the data hub
does not know. As a result, the data hub cannot decrypt any data an organization
provides. That also holds for the representation of a query, yielding no information
about the factual keywords. Thus, the server can only match indices against a user–
provided predicate and cannot serve any plain data. Technically, a privacy-preserving
polynomial evaluation facilitates this computation. In particular, the framework
prohibits any disclosure of data to the user, limiting result reports to aggregated
count values.

The security analysis considers the data hub to be honest but curious, with the
additional requirement not to store or log any queries. This additional restriction
prevents the possibility of statistical analysis by design, leaving the question of
how to achieve such an obligation open. Nevertheless, it does not prevent keyword
guessing (KG) attacks, which the authors mention but consider infeasible due to high
computational costs and the possibility of auditing procedures. Entities other than
the data hub are potentially malicious. Principally, organizations can perform file
injection (FI) attacks to learn about other contributors’ data. The publication has
no statement about potentially colluding entities. Thus, the data owner and the user
may cooperate.
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As previously mentioned, result reports are restricted to count aggregations. Con-
sequently, the user is limited to filtering data counted. Therefore, the user can
match individual attributes and combine the predicate evaluation with boolean
operators AND/OR. Figure 3.3 illustrates query capabilities in a pseudo Structured
Query Language (SQL) syntax diagram.

⟨query⟩ ::=-- ‘SELECT’ ‘COUNT(*)’ ‘WHERE’

� � ‘AND’� ‘OR’ �� �
� ⟨filter⟩ � ‘;’ -�

⟨filter⟩ ::=-- ⟨attribute⟩ ‘=’ ⟨constant⟩ �� ‘IN’ ⟨bucket⟩ �� -�

Figure 3.3 Exemplification of PCORnet’s query expressiveness.

For efficiency increase, attributes can optionally make use of block indexing. In this
case, users and owners extract a blocking key from keywords, and its’ hash, called
block index, is sent along with the predicate. The server uses this block index for
bucketization, achieving sublinear efficiency. Notably, this partially reveals informa-
tion about the entry and the efficiency–privacy trade–off must be considered for
every attribute individually based on the sensitivity of data stored, as covered in
detail in Section 3.2.3.2 For their framework evaluation Yuan et al. uses three publi-
cations [GTA+14, HTHB14, CRMC15] with cohort descriptions on the Healthcare
Cost Utilization Project (HCUP) Nationwide Inpatient Sample (NIS) dataset [ONL].

Due to the centralized data storage and evaluation on the server, organizations must
share their data in encrypted form. As noted in Section 3.1.4.2, this might not be
possible, especially in intergovernmental collaboration [CSK+13], limiting the system’s
scalability. Furthermore, we find that the server must be fully trusted. Considering
the statistical analysis covered in Section 3.2.2.2 and that no countermeasures
are proposed to either increase the low–entropy attribute’s entropy or hide the
access pattern, a KG attack might not be as computationally expensive as the
authors expect. Also, the server can perform FI attacks which makes the user
vulnerable to query recovery. Colluding organizations and users might perform
queries on individuals bypassing security measures that reject queries with low data
samples [FES+17]. Notably, there is no method of limiting access to specific users
from an organizational point of view, and the data hub handles different data owners
indistinguishable, making this scheme infeasible for distributed systems with group
collaboration [HKA19].

Summary. PCORnet features a multi–owner collaboration framework for privacy–
preserving cohort discovery queries. To share data, organizations push encrypted
and blinded data to a trusted centralized data repository capable of performing
queries using privacy–preserving polynomial evaluation. To increase performance
attributes can make use of bucketization. The basis of security guarantees is that the
central server cannot decrypt stored data, unspecified auditing procedures, and a
more trustful ideal than the honest but curious model.
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3.3.2 UnLynx, a Decentralized System for Privacy–Conscious
Data Sharing

As previously covered, PCORnet features strong efficiency in a centralized network
with solid trust assumptions. Oppositely, UnLynx by Froelicher et al. [FES+17]
is designed with reliable, nearly trustless security and privacy guarantees at the
cost of efficiency and performance. Like the PCORnet publication, UnLynx has
practical applications in privacy–preserving data exploration [RTPM+19] and cohort
discovery [FMTP+20]. Consequently, it is convenient to choose as a complementary
basis for future decision–making and comparison.

UnLynx features a multi–owner setup constituting a distributed database inter-
connected through a clique of servers forming a collective authority (CA). Owners
are represented as data providers (DPs) storing plaintext data on–site and actively
participating in queries. Therefore, the DP connects to a server of his choice, which
will be responsible for interfacing the DP with the distributed network. Opposing
to multi–CSP approaches, the purpose of this multi–server setup is not to scale
computational power horizontally. Instead, the CA acts like a single server manag-
ing a collective cryptographic key using secret sharing [Sha79]. Hence every server
operation must be performed by a collaborative protocol between all CA members.
Figure 3.4 illustrates an exemplary instantiation of the architecture.

DP1 DP2 DP3

DP4 DP5 DP6 DP7 DP8 DP9 DP10

User

CA

12

3

4

S2 S3

S1

Figure 3.4 Architectural overview of the UnLynx framework. 1) The user connects to a server
and announces the query, which the server forwards to all servers and corresponding DPs.
2) Participating DPs respond with data encrypted under the CAs’ key. 3) All servers participate
in distributed protocols to evaluate, obfuscate and encrypt the result under the users’ key.
4) The users’ chosen server responds with the encrypted result.

To inquire the distributed database a user chooses a server of his choice and announces
his query to the network. In particular, the user sends the query to the connected
server, which will then broadcast the query to all data providers directly or indirectly
if connected to another server in the CA. DPs will then choose to contribute data
or reject participation for the specific query. Notably, users and DPs encrypt data
passed under the collective key. That means a server can only decrypt data if every
CA member is willing to do so. After receiving data, all servers collaborate in a
distributed protocol sequence to evaluate the query. First, servers shuffle their data
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to break the link between DP and server. Next, the queried attributes and all data
records are re–encrypted under an ephemeral key using deterministic encryption,
making ciphertexts of attributes checkable for equality. As a result, each server can
match the query predicates with a subset of the data leveraging a partial view of
records matching the query. In the case of aggregation queries (cf. Section 3.3.2),
the distributed protocol sequence requires two additional steps to aggregate and
obfuscate the results using homomorphic encryption and differential privacy. Finally,
the solutions’ ciphertext is re–encrypted from the ephemeral deterministic encryption
to the users’ key and transmitted by the users’ chosen server. Figure 3.4 illustrates
an overview of the query evaluation protocol and participating entities.

UnLynx expresses queries by a pseudo SQL syntax featuring selection, aggregation,
and filtering of records. Supported aggregations are SUM and COUNT. Users can restrict
data providers to a subset of those available using a FROM–clause to filter data.
Additionally, a WHERE–clause enables the filtering of records by AND/OR compositions
of boolean equality checks on records’ attributes, identical to the filter expressiveness
of PCORnet (cf. Section 3.3.1).

⟨query⟩ ::=-- ‘SELECT’ � ⟨attribute-list⟩� � ‘SUM’� ‘COUNT’ �� ‘(’ ⟨attribute-list⟩ ‘)’ �� ‘FROM’ -

-

� ‘,’ �� ⟨data–provider⟩ � �
� ‘WHERE’

� � ‘AND’� ‘OR’ �� �
� ⟨attribute⟩ ‘=’ ⟨constant⟩ � �

� -�

Figure 3.5 Exemplification of UnLynx’s query expressiveness.

In addition to query capabilities, data providers can refuse query participation,
accelerate query evaluation by transmitting plaintext or increase privacy by providing
dummy values. The latter is realized by an additional encrypted flag, marking
authentic records oblivious for the server. After the shuffling, records can be filtered
by the flag using the same procedure as for other attributes.

Due to the usage of a distributed CA and privacy–preserving evaluation of queries on
encrypted data, UnLynx has strong security and privacy guarantees in an AnyTrust
model [WCGFJ12], requiring only one server to be none malicious to protect owners’
and users’ privacy. The verifiable shuffle guarantees the unlinkability of data and
its corresponding providers. Furthermore, data stays encrypted, preserving data
confidentiality during the entire process. In the context of searchable encryption
(SE), the publication lacks proof of security guarantees in standard security models.
However, the system might fulfill the requirements of IND–CKCA and IND–KGA
against external attackers because of the non–deterministic and perfectly hiding
public–key Elgamal encryption scheme. An attack based on statistical analysis is
more challenging to execute, as differential–privacy usage hides concrete results, and
servers may get inconsistent results of different data records observed due to the
shuffling.
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Additionally, DPs might actively reject participation or insert dummy data, leveraging
increased security and privacy guarantees in control for the data owner. By rejecting
participation, the DP can limit user query expressiveness and forbid using specific
attributes or too isolating filters. Using dummy values can hide the data count from
the connected server, preventing statistical analysis or framing individuals. However,
their publication does not cover the possibility of FI attacks from a server, which is
possibly malicious. The data provider only guarantees the integrity and authenticity
of records to one server. Therefore, servers may modify or inject additional data to
compromise results or perform attacks on observed data. Reusing old data is also
possible, as data does not get obsolete, leaving the protocol vulnerable to replay
attacks.

In addition to the security concerns named above, the system inherits limitations
from the protocols and network architecture chosen. Like PCORnet, UnLynx requires
a data provider to share encrypted data to a server, which may limit capabilities due
to regulations, as already mentioned. Moreover, the necessity to evaluate most of
the protocols under the collective key results in high communication overhead and
slows down the system significantly. That is especially troublesome, as the system
is not secure channel free (SCF) requiring more communication and computational
overhead for data transmission. Using deterministic encryption to ephemeral keys
also prevents more efficient search algorithms, not allowing the construction of block
indices in advance. Consequently, this scheme misses efficient search capabilities with
no additional index for bucketization or any different approach.

Summary. UnLynx is a multi–user and multi–owner data–sharing scheme using a
collective authority to strengthen security and privacy guarantees. The schemes
utilize cryptographic protocols such as verifiable shuffle, deterministic encryption,
and key switching to retain security properties under an AnyTrust model from the
data provider to the user at the cost of performance.



32 3. UnLynx — Decentralized Privacy–Conscious Data Sharing



4
Problem Statement

Access to a significant amount of electronic health records (EHRs) has increasingly
more value in improving public health in areas like systems medicine and clinical re-
search [CSK+13, CBC+17, KRN+19, DMTB21] to facilitate public health [BHCW10,
WB11]. At the same time, more and more data is accessible due to digitaliza-
tion [KRN+19, VHVJ20] and the emerging adoption of IoT devices [PCKK17].
However, the sensitivity of healthcare information limits usability and the possibil-
ity of collaboratively sharing such data due to high constraints from governmental
regulations (Section 3.1.2). As a result, the increasing availability and demand for
protected health information (PHI) puts existing systems to the test and requires
cautious actions to balance research needs and patients’ privacy.

This chapter discusses how we adopt the current state of privacy–preserving health
data sharing to tackle these challenges in health data sharing. Therefore, we highlight
issues of existing solutions and complement those with recent research in this field.
Based on solutions acquired, we then formulate objectives for a system design solving
current limitations. In the following, we discuss the current state of research and
technologies deployed to identify the research gap and frame our problem scope.

4.1 Problem Scope

In Section 3, we introduced the legal and ethical framework for health data sharing
and its resulting challenges with a focus on privacy, security, and scalability. We
highlighted elaborated solutions to these problems using dynamic consent and search-
able encryption. Furthermore, resulting side–effects and trade–offs have been covered
together with actions to address these problems. Finally, we highlighted the research
of PEKS systems suitable for protected health information (PHI) with elaborated
security models and their trade–offs on performance and privacy. However, existing
distributed health data networks (DHDNs) analyzed miss on the adopting these
well–studied solutions, leaving a gap between research and adoption in data sharing.
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In Section 3.1.4.2, we showed that in addition to incompatible data representation,
federal policy incompatibilities limit scalability if the system requires to share PHI.
Still, analyzed systems exchange encrypted data in order to explore relevant records.
In addition to the resulting security difficulties (Section 3.2.1), it can constrain data
discovery to governmental boundaries or require extensive expanses for regulations
and contracting to fulfill policy compatibility.

We further discussed elaborated security models and countermeasures to strengthen
security privacy guarantees in Section 3.2.2. However, our analysis of existing systems
in Section 3.3 showed that those measurements need to be applied and known
attacking vectors are practical. Contrarily, those systems rely on the availability
of secure channels and auditing mechanisms rather than schemes proven to be
secure. Moreover, we have shown in Section 3.1.2 that external databases can re–
identify individuals using even highly de-identified data. As a result, not only are
patients vulnerable to the increasing amount of hacking and information technology
(IT) incidents but also systems demand additional capital expenses further limiting
scalability as it requries more effort to securly scale the network (Section 3.2.2).

In Section 3.1.2, we discussed another aspect of scalability covering the problems of the
informed consent requirement. We further highlighted the concept of dynamic consent
in Section 3.1.3 using the availability of new technologies to solve the limitations
of traditional consent systems. The adoption of dynamic consent increases patients’
willingness to participate in health data sharing and facilitates researchers to obtain
re–consent efficiently [CDD+17] for new use cases. Nevertheless, the networks covered
needed to have built dynamic consent capabilities into their systems.

Although none of the systems analyzed has privacy–preserving data discovery without
data sharing, using schemes proven to be secure in standard taxonomy or dynamic
consent capabilities, we reviewed research featuring technologies facilitating such obli-
gations. In particular, we reviewed owner–centric schemes in multi–user environments
capable of providing provable secure, distributed data exploration (Section 3.2.1).
Additionally, in Section 3.2.2, we introduced the notion of secure channel free (SCF)
communication suitable to scale networks with reliable security guarantees and fewer
expenses for infrastructure and auditing. Therefore, applying these techniques will
result in a more secure DHDN with better scalability while giving the patient more
trust, control, and transparency in their data usage.

4.2 Objectives

In the previous section, we identified the system’s requirements, challenges, and solu-
tions. Based on this analysis, we can formally specify the capabilities and properties
required for a system to address these issues effectively.

4.2.1 Functional Objectives

We divided the desired capabilities of the system into three distinct categories, which
we refer to as functional objectives. These categories are independent of one another,
representing a unique aspect of the system’s functionalities.
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F1 Data Discovery. Like existing health data networks, the system should be able to
perform queries featuring data selection and filtering. Filtering should be possible
on an attribute basis equality check to constant and boolean combinations of those
similar to the query model in Section 3.3. In addition, filtering based on a data source
identity should be possible, as supported by the UnLynx system (Section 3.3.2).

F2 Distributed System. The system should be distributed so that every data provider
can process a query independently.

F3 Dynamic Consent. Protocols should provide basic interfaces facilitating the
requirements of dynamic consent. That is the patients’ capabilities to dynamically
configure their consent, review their data usage and interactively participate in the
process. Notably, the users’ configuration should transparently reflect the usage intent
of users shared with and give fine–granular options on which data to share with
whom, as covered in Section 3.1.3.

4.2.2 Non–Functional Objectives

In addition to the system capabilities, the non–functional objectives state desired
properties of our system. In contrast to the functional objectives, these properties
are not independent and partially conflict with each other. Therefore, assessing
conformance to these properties and trade-offs taken is the basis for evaluation.

N1 Security. All protocols should realize tools to achieve confidentiality and integrity
for every operation. In more detail, only authorized users should be able to issue
queries, and only legitimate data providers may perform or answer the query. Con-
cerning F3 Dynamic Consent, this includes a non–trivial access control scheme
respecting the patients’ choice of whom to share their data.

N2 Privacy. The system should be designed to be privacy-preserving and allow non-
organizational individuals to participate authenticated but anonymously. Additionally,
state-of-the-art techniques covered in Section 3.2 should be utilized to protect against
data recovery and patient re-identification, even in the case of a data breach.

N3 Scalability. In order to scale the system in a distributed network, all operations
must scale efficiently with the number of owners, providers, and users. Additionally,
the data provider should not share patient data as; otherwise, the system scalability
is limited by governmental policies interoperability, as covered in Section 3.1.4.2.

N4 Performance. For practical usage, the system should be performant enough to
evaluate queries on real–world data sets in a reasonable time. The system should
exploit efficiently searchable encryption (see 3.2.3) and vertical and horizontal scala-
bility, utilizing multi–core architectures and cloud service providers. Notably, this
objective contradicts N1 Security and N2 Privacy. Therefore, it must be config-
urable to meet individual and possibly changing security and privacy requirements
as new methods and technologies evolve.

4.3 Summary

We highlighted current challenges and issues in existing solutions for health data
sharing and recent research addressing those. Based on that, we combined exist-
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ing solutions and developed a list of objectives to design a system that puts this
combination of features and adoptions to the test. Following Chapter 5, we present
contextual assumptions and design decisions framing the environmental conditions of
our system. In continuation, we propose a system fulfilling the proposed objectives
in Chapter 6, which is then evaluated in Chapter 7.
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System Design

In this chapter we introduce and formalize a privacy-preserving data discovery
distributed health data network with dynamic consent that aligns with the goals set
in our problem statement (cf. Section 4.2.1). To build a comprehensive view of the
system, we explain the system in a sequence of three progressive sections. In the
first section, we start with the general idea and fundamental principles carving out a
formal description of required entities, their workflows, and communication network.
From that, we continue to introduce data structures and algorithms facilitating the
design of our protocols in alignment with our non-functional objectives. In particular,
we show how we can adapt existing technologies of bucketization and public key
encryption with keyword search (PEKS) schemes to our custom requirements. Finally,
we conclude this chapter with an in-depth description of these protocols used to
implement workflows in the first section.

5.1 System Model

In this section, we introduce a privacy-preserving system designed to address the
functional goals of data discovery (F1), distributed network (F2), and dynamic
consent (F3). Therefore, we start from a conceptual idea and specify the resulting
actors and tasks with increasing formality. This way, we build a good understanding
of the basic principles we apply and introduce the intent for upcoming architectural
decisions. We continue with a schematic overview of actors’ workflow and state all
entities required to fulfill previously worked out principles in the distributed health
data network (DHDN). This workflow will show the required communication of
entities in the network, thus enabling us to introduce the network architecture in the
last section.
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5.1.1 Conceptional Idea

Before we detail our design decisions and protocol specifications, we introduce the
most fundamental concepts of our model. These concepts are chosen to align with
our non and functional goals and will facilitate our system development. In the
following we explain each of those concepts in detail.

Search Control. For this principle, we design the data owner to be able to control
search access to their data. In other words, a patient should be able to control
the usage of their data in network-issued queries actively. To achieve this control,
we take advantage of the research in public key encryption with keyword search
(PEKS) [RPSL10, YM16] (cf. Section 3.2).

In trapdoor based PEKS schemes, the capability to search encrypted data is in control
of the data owner (DO) who shares a secret to the data user (DU) in order to create
a trapdoor required to match this data. The owner’s capability of controlling who
can search their data aligns with the requirements of dynamic consent. However, the
exchange of a secret demands communication between the DU and DO, contradicting
scalability. Furthermore, this construction binds the trapdoor to a specific owner and
would require trapdoors for each record, resulting in quadratic complexity. We mirror
the idea to solve this scaling issue so the user can issue server-dependent trapdoors.
However, the server cannot match data without the owner’s corresponding consent.
Therefore, the DO actively consent to a query by sending required extra information
to match their data on the server. In other words, the server has no access to the
encrypted index but rather to a fragment of it and requires the consent of the owner
in order to generate an index bound to the query the owner consents. We call the
witness required by the DO to generate a consent a consent witness and require it to
be different for every data value a DO obsesses. This way, consent must be given for
every value individually, and a DO may only consent to a subset of, in their opinion,
non-sensitive information [BLTK+17, CDD+17] aligning with our reviewed research
on dynamic consent to facilitate participation (cf. Section 3.1.3).

Notably, such fragments and consent witnesses may be similar in size but have
important distinct attributes. The fragment is an encrypted health data value. A
consent witness is a secret required to consent the usage of encrypted health data.
Hence the DO does not store any health information on a possibly insecure device.
In addition, future work may develop new types of indices, e.g. to process genetic
data. According to our definition, such adaptation complies with our design of search
control if one can extract a fragment and a consent witness.

Ephemeral Receiver. As the previous part states, binding a trapdoor or index with a
DO and DU pair results in quadratic complexity. In contrast, encrypting indices for
a single DU makes the indices vulnerable to keyword guessing attacks. The DU can
generate trapdoors and match the indices. Ergo, if an attacker obtains patient data,
they generate trapdoors for all possible values and brute-force a match. One common
way to solve this problem is to bind the trapdoor and index to a test server (TS).
Although this is suitable for the DO because the TS and DO are in a 1-to-1 relation,
it is not for the DU. The reason is the rising complexity in encrypting a trapdoor for
multiple TSs in a distributed network. Our solution is not to bind the trapdoor to
any other entity but the DUs themselves. Challenges of this approach include; first,
the DU can generate trapdoors for all possible values to perform keyword guessing
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attacks, and second, anyone with access to the DU public key can generate indices to
brute-force the trapdoor. For the former problem, we use a collective authority (CA),
creating a new collective ephemeral key for every query. In a sequential protocol,
the DU has to dial every CA member to construct trapdoors using that collective
key. Thus, as long as at least one member of the CA acts honestly, no one can issue
new trapdoors using this key. As a result, when a DO consents to a query, they
can be sure that their data stays secure against keyword guessing attacks in the
any-trust threat model, solving the first problem. Furthermore, we use the proxy
server described in the following paragraph to solve the second one.

Proxy Server. We deploy a proxy server as a gateway utilizing re-encryption to
forward tasks without revealing sensitive information that may enable other entities
to perform certain attacks. This approach has two advantages. First, even if the
proxy server can attack a trapdoor, it only acquires information about the query.
However, it cannot derive patient information because it holds no patient data and
cannot perform queries. Second, the server can simulate DOs for artificial data. That
is because the server does not learn the number of records matched and can thus not
perform statistical analysis (cf. Section 3.2.2.2). Therefore, the data provider (DP)
is a great candidate to manage artificial data on dedicated TSs, which may perform
statistical analysis. Notably, the forwarding of a query is conditional. Thus, a proxy
server can reject queries to enforce policies.

Artifical Data. In order to solve the problem of low diversity [MKGV07], and
anonymity [Swe02] for existing datasets and to hide results count to protect against
statistical analysis [ZDO+08], we deploy artificial data. This kind of data is ar-
tificially generated and deployed alongside real patient data. Naturally, to take
effect, artificial data must be indistinguishable from real data for the holder, but this
indistinguishability needs to be corrected in evaluating results. For this reason, every
data record gets an extra stealth bit column indicating whether it is real. Encrypting
this column with a non-deterministic encryption scheme under the CA public key
prevents the TS from distinguishing real and artificial data, though it is still capable
of matching the record. However, telling if a matched record is real would require a
collective protocol with the CA inducing quadratic complexity in the number of CA
members and records, contrary to our performance goal. Therefore, we aggregate
the results beforehand using a homomorphic encryption scheme.

Homomorphic Result Aggregation. This aggregation type folds the number of
matched records before sending them to the CA. Here we can use the ElGamal
encryption for the stealth bit to add all matching records and get exactly the number
of real records but encrypted under the CA public key. Note that this way, neither
the proxy server nor the TS can obtain the number of matched records, and the CA
will first aggregate the result of all DP before handing the result over to the DU.
Hence forwarding any count on data is always secure in the any-trust thread model,
and the DU will only learn the accumulation of all DPs.

Summarizing, we introduced five core concepts of our design. Search control allows
the DO to take control of the usage of their data by keeping a consent witness
required to match their data against a query. The collective ephemeral receiver key
ensures that one cannot create new trapdoors once a query is issued, preventing
keyword guessing (KG) attacks on indices bound to a query. To enforce query policies
and enhance privacy by splitting sensitive data for multiple entities we introduced
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a proxy server that is a gateway between the network and TSs. Additionally, we
increased privacy guarantees by introducing artificial data that obfuscates the real
data indistinguishable in the any-trust thread model. Finally, we have shown that we
can still compute results for this obfuscated data set using the homomorphic addition
of stealth bits.

Now that we have a conceptual overview of principles to deploy, we can continue
with a schematic approach to how certain tasks and workflows may look and which
entities are involved.

5.1.2 Schematic Overview of Actors and Tasks

This section presents a conceptual overview of the actors involved in the distributed
health data network (DHDN) and their associated tasks. This overview provides a
high-level understanding of the network’s structure and the roles played by different
entities. We divide the common tasks into four workflows, as shown in Figure 5.1, to
simplify the understanding of the DHDN. These workflows encompass the various
stages involved in the lifecycle of a query within the network.

Collective
Authority

OrganizationData Owner

Data Provider

Data User

Bulletin Board

1.1 contributes data

1.2 shares secrets

3.1 receives query

3.6 publishes result

3.4
provides 
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3.3 
polls queries

4.1 monitors and aggregates results

1.2
exports
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2.2
publishes
query
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3.5 forwards result

2.1 issues query construction

4.2 receives results

Test Server

data import query deployment query processing result reception1 2 3 4

Figure 5.1 Schematic overview of workflows in the DHDN. A separate color indicates every
workflow. Note that all entities represent a group of those entities. Arrowheads indicate the
direction of data flow.

Data Import. This workflow focuses on preparing health data for processing in the
DHDN. Therefore, the DO contributes data to an organization that maintains its
data. The major task of maintaining data is encrypting it and making it available to
the DHDN. Therefore, the organization exports encrypted data to dedicated nodes,
called DP and TS, which will actively participate in queries issued to the network.

Query Deployment. As mentioned in our conceptual overview, the construction
of a query is a collaborative effort involving a researcher, referred to as the DU
and the CA. In the query deployment workflow, the DU engages in an interactive
protocol that issues query construction to all members of the CA to create a valid
and authenticated query. Once a valid query is obtained, the DU publishes the query
to a bulletin board, making it publicly available to all DPs for processing.

Query Processing. The Query Processing workflow begins with individual organiza-
tion’s DPs receiving the queries from a bulletin board. DPs then forward queries to
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the TSs holding the data. In order to match the records to the query TSs have to
wait for DPs to poll queries and provide consent for them. Once data is processed,
or a certain deadline is reached, TSs forward their results to the DP. Following, the
DP aggregates TSs results and publishes the aggregated result back to the bulletin
board, completing the processing step of the query. It is important to note that
query results will be publicly visible on the bulletin board, emphasizing the need for
data encryption and anonymous publication to prevent statistical analysis of specific
DP behavior, such as response time.

Query Reception. In this final stage of a query’s lifetime, all members of the CA
provide the query result to the DU. Therefore, CA members monitor and aggregate
results from the bulletin board and make it available for the DU to receive the results.

These four workflows outline the key phases involved in the DHDN, from data import
to query deployment, processing, and reception of results. In the following sections,
we will delve into a detailed exploration of each workflow, providing comprehen-
sive descriptions of the entities involved and explaining the network architecture.
Subsequently, we will discuss the protocols, cryptographic techniques, and privacy-
enhancing measures employed within the DHDN to ensure health data’s secure and
confidential processing.

5.1.3 Entities

Continuing our schematic overview, we elaborated a conceptual view of the entities
mentioned and introduced some new entites that reflect organizational structures but
are not a direct part of the network. Now we focus on more details of the entities
before finalizing the network architecture. Therefore, we describe every entity’s
intent, capabilities, responsibilities, and threat model. Additionally, we introduce
the conventional notation required to formally state our protocols later.

Organization. Within our design, an organization is a legal institution, such as a
doctor’s facility or hospital, which collects and stores plaintext of patient health data.
Its’ intent is to contribute this data to the DHDN without sharing it with other
organizations while leaving control of data usage to the patient. The organization
has access to a dedicated part of the DHDN infrastructure to contribute data to the
network. That part comprises a designated DP and one or multiple TSs. Maintaining
data on those entities is one of the major organizations’ responsibilities. This node
management includes providing encrypted data, shuffling existing data, and hiding
access patterns and result counts by providing artificial data. Additionally, the
organization must host a service to transfer consent witnesses confidentially to DOs.
The fact that the organization holds patients’ plaintext data shows that the DO must
fully trust its’ organization. However, this is generally the case and a pre-requisite
for treatment. On the other hand, the network classifies the organization as honest
but curious.

Data provider (DP). The DP is a node of the DHDN designated to a specific
organization but not necessarily hosted by that. As part of the network, it has its’
own identity (PKDP, skDP) but can also act as part of one or more research networks,
as those share a common keypair (PKRN, skRN). In our system design, the DP is a
proxy server. In other words DPs act as a gateway ensuring organization policies and
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forwarding data to DOs and TSs without revealing critical secrets owned to compute
this data in the first place. Particularly, DOs gets the required information on
queries to consent, and TSs gets a re-encrypted version of queries with the unknown
public key. In addition, the DP is responsible for gathering results from all TSs of
the organization and publishing them to the DHDN. Please keep in mind that the
proxy server (DP) has no access to health data and cannot obtain any intermediate
result (cf. Section 5.1.1). Last, the DP must also act as multiple DOs in the network
to simulate participation for artificial data. However, an independent server may also
achieve the latter and is not particularly bound to the DP. Rather we chose to do so
for simplicity, reducing the number of entities involved. From a security perspective,
the DP is trusted, although we will consider the case of an honest but curious thread
model in our security analysis.

Test server (TS). TSs are organizations specific hosts responsable to evaluate queries
on DOs’ health records and forward aggreagted results to the organization DP.
Therefore, they store encrypted index fragments and monitor an organization-specific
broadcasting channel for DOs’ consent. These index fragments are bound to that spe-
cific TS, which obsesses the keypair (PKTS, skTS), required to match any data (cf. Sec-
tion 5.1.1). Notably, the TS only acts behind the DP gateway. Ergo, those are not
part of the DHDN and do not necessarily require access to its network. Consequently,
TSs are always assigned to a single DP, and one DP may have multiple TSs attached
to it. Nonetheless, considering TSs as part of the DHDN may have a positive impact
on the resilience and security of a distributed peer–to–peer (P2P) network [VNM+20].
However, this requires additional security analysis because TSs are classified, to be
honest, but curious and may monitor networks to obtain insights. In any way, unlike
the DP, the TS has no globally known identity aligning with our scalability goal,
such that protocols in the DHDN are independent of the number of TSs.

Data owner (DO). The DO entity represents an owner of a particular data record with
identity (PKDO, skDO). Here we intentionally give a generic definition. That is because
a DO can be represented by various actors. In the previous sections, we mentioned
two patients and the DP managing artificial data. One problem of this view is the
illusion that a individuals’ identity is bound to a specific DO, but we require DOs to
be anonymous and unlinkable by design. For that reason, we distinguish individuals
from DOs and view them as a single globally unique identity managing a single
record in the entire DHDN. For example, this managing entity can be a patient or
another service handling artificial data. Nevertheless, in practice, an individual may
be required to manage multiple records. In that case, the individual is responsible for
managing multiple DO identities, which are anonymous and unlinkable. For example
this can be achieved by a key derivation function (KDF) [KE10] or hierarchical wallet
scheme [FTS+20] providing anonymity and unlinkability guarantees [C+08]. That
being said, from now on, we will interchangeably call the owning identity of a record
and the individual managing this identity data owner. A DO intends to contribute
their data by participating in the DHDN query evaluation. To do so, they store their
data in plaintext at an organization and legitimate them to encrypt and contribute
their data to the network. After that, the responsibility of the DO is to poll the DP
for new queries and provide consent to the TSs broadcast channel as well as poll the
organization web service to get updates on their required witnesses. Importantly,
in all of these interactions, the DO must be considered possibly malicious, i.e. the
DO may monitor all data visible to them or activate abuse protocols to attack the
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network. Another point of particular interest is the online capabilities of the DO.
We consider the DO managing device as a cold client, i.e. other entities cannot dial
the DO, thus the DO must establish every connection. Though DOs are not limited
to such devices, we expect this as the bare minimum. In practice, this device might
be a smartphone with a designated app to interact with our system.

Research network (RN). Like the organization, a research network is a legal institu-
tion that does not actively participate in any network protocols. It represents a group
of entities used as escrow to enhance scalability and anonymity among this group. In
particular, DPs can organize themselves in RN such that a query can be constructed
for a single RN rather than for every individual member. Other beneficials of this
RN structure are DUs, who can use RNs to authorize themself as part of that group
without revealing their identity. Moreover, RNs has globally visible information
attached to its identity. The idea is that DO can have more granular options for
whom to consent. Therefore, this information should align with elaborated criteria
of high importance for DO decision making [KBK+16] (cf. Section 3.1.3).

Data user (DU). One entity that authorizes itself as part of a RN is the DU. They
issue queries and gather and analyze their results from the DHDN. Therefore, they
have to engage in a multi-round interactive protocol to create a query, publish it
to the DHDNs’ broadcast channel, and actively poll the network’s hosts for results.
From a network perspective, the DU is very similar to the DO. Both are not part of
the network, must dial hosts to participate in protocols actively, and are considered
possibly malicious. One parity of particular importance is the use of an unlinkable
identity. That is, the DU identity (PKDU, skDU) is not an individual’s identity that
issues a query but an ephemeral identity unique to a query. In other words, the DU
generates a new identity for every query and authorizes this identity as part of a
research network, e.g. by signing it with skRN. Consequently, we interchangeably call
the authorized identity of a query and the managing individual data user.

Collective authority (CA). The collective authority is a group of s members CA :=
{CA1, . . . ,CAs} managing a collective key skCA =

∑s
t=1 skCA,t, where each member

CAt ∈ s is the only one with access to the keypair PKCA,t. Responsibilities of the CA
are the transfer of CA encrypted results to the DU and the creation of trapdoors
under an ephemeral cumulative key (cf. Section 5.1.1). Although single CA members
may act maliciously, the CA itself is classified in any-trust thread model. In other
words, the CA can only act honestly as long as one member acts honestly. Note that
this does not prevent single members from acting maliciously, such that consecutive
protocols must validate responses from every member. Last, we assume that all CA
members are publicly known, such that organizations, DPs and DUs, have access to
such a list.

This section concludes the introduction of entities, highlighting every individual’s
intent, responsibilities, and threat model. It is important to mention that all entities,
except the CA, are considered none colluding, In other words, no two entities
may contribute to a coordinated attack on the network. Summarizing we have
organizations that contribute encrypted data to an organization-specific part of
the DHDN, namely a DP and TSs. In addition, the organization transfers consent
witnesses to the DOs, which will then be used to legitimate TS to match their data to
a bounded query. To coordinate this interaction, the DP acts as a gateway forwarding
query information to the DP and TS and aggregating TSs results under a collective
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key. The CA manages the required collective key in the any-trust model to ensure
the confidentiality of query results and guarantee the construction of trapdoors
for ephemeral receivers. Consequently, the DU interacts with the CA to construct
queries, issues them to the network, and polls the CA to receive forwarded results.

5.1.4 Network Architecture

For the previous sections, we introduced all network entities, their workflows, and
the entities they communicate with. This section will present a network architecture
aligning with our previous statements and enabling entities to engage in protocols.
This architecture will be the backbone of our system, which we will utilize in the
upcoming sections.

To implement such a backbone, we utilize a hybrid distributed architecture that
uses Client/Server and P2P networking concepts [Sch01]. We generally differentiate
two kinds of communication: calls based on the Client/Server concept and transfers,
which use P2P networks.

Authenticated Call. In this model, both entities know each other and can iden-
tify themself using a secure connection protocol, e.g. Transport Layer Security
(TLS) [RD08].

Unauthenticated Call. For this approach, one identity dials another using a secure
connection protocol. The difference is that the caller stays anonymous, thus, is not
willing to identify themself. Therefore, the network may facilitate this by providing
an anonymous overlay network like Tor [DMS04].

Anonymous Transfer. We call the protocol of broadcasting a message transfer. Similar
to the unauthenticated call, we expect transfers to be anonymous for the publisher.
In this thesis, we denote such broadcast channels as bulletin boards.

Figure 5.2 shows all network communication channels based on previously described
notation. Of particular importance is the interconnection of multiple hosts on
the bulletin board. Here we use two bulletin boards. The local bulletin board is
organization-specific and used only by entities related to that organization. On
the other hand, the global bulletin board facilitates a broadcast channel between all
DPs and CA members. Although these appear as different channels in the network,
this does not necessarily induce that they are part of a different P2P network. We
suggest using a P2P network protocol that supports multiple topics for messages, e.g.
GossipSub [VNM+20]. However, in this case, entities of both bulletin boards may
monitor and analyze traffic to obtain insights, which must be respected in security
and privacy analysis.

Summarizing, we showed a hybrid distributed network architecture that facilitates
the implementation of protocols for all entities. To achieve this, we presented three
types of communication these are un-/authenticated calls and anonymous transfers.
Additionally, we highlighted some protocols that enable such communication and
enhance security and privacy guarantees. As a result, we have a backbone for
our entities which we can further utilize for our protocols. Nevertheless, before
introducing these protocols, we still require insights into the required algorithms and
data structures facilitating their implementation.
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Figure 5.2 Here is an overview of network communication channels for all entities, exemplary
for one DP. Arrowheads indicate the callee and direction of data flow for calls and transfers,
respectively.

5.2 Building Blocks

Before continuing the formal definition of our system, we have to introduce some
data structures and algorithms that are important for implementing our following
protocols and unique to our application. First, we still need to include a formal
definition of the health data. Continuing, we show two methods to process that
data: our adaptation of bucketization and public key encryption with keyword search
(PEKS) schemes. Here we also give insights into decision-making and how those
adapted algorithms influence security, privacy, and scalability. From that point, we
have a ground understanding of the data to exchange and can build data structures
to facilitate our functional goals.

5.2.1 Structure of Electronic Health Records

Before we describe our algorithms in detail, we require a more comprehensive view of
the stored data structure. Therefore, we formalize the structure of electronic health
records (EHRs) aligning to our Nationwide Inpatient Sample (NIS) data sample we
use for evaluation. Furthermore, we introduce notation and point out a special case
where multiple data fields encode a list of categorized values.

First, we point out that the available formats and methods of storing EHR is a
wide field of research with multiple competing standards [oSP20, Int22a, Int22b],
not including data extraction. In the scope of this thesis, we expect that data has
already been gathered and exported to a tabular structure, similar to the NIS file
specification [NISb].

We consider a table as a list of n with every record being a tuple of m values
ri := (vali,1, . . . , vali,m) where each value corresponds to a unique field DFj :=
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FieldOf(vali,j) : i ∈ n, j ∈ m serving as an index. For a fixed data structure,
indexing values by order of their specification is sufficient. However, generally, it
is possible to have dynamic data fields as long as they stay unique. In addition,
every field has an associated type DTj := TypeOf(DFj) which corresponds to the
domain of possible values for all fields of this type such that vali,j ∈ DTj holds for
all i ∈ n, j ∈ m. Loosely speaking, EHRs can be viewed as a table, where records
correspond to rows and data fields to columns with associated types. We will now
examine the data types stored, providing a closer analysis.

Typically, data types fall into one of two categories: a finite set of integers or strings,
which may include additional symbols to encode ill-formed or missing data. These
set definitions are typically found within the specification. In the context of this
thesis, both data types can be efficiently stored and possess binary representations.

Lastly, multiple fields may be categorized using a common prefix. For example, the
NIS dataset lists multiple diagnoses and procedures for a single record. Notably,
it is not constructive to query each of these fields individually as their order has
no attached meaning, and queries ask for a specific diagnosis or procedure rather
than matching a specific index. This usage scenario is matched by disjunctive PEKS
schemes where an index is built on a collection of values and can be matched if any
of those values match the given trapdoor. However, to our knowledge, no disjunctive
PEKS schemes have any efficiency gain over matching every value individually. The
reason is that such schemes utilize polynomial equations of the degree of embedded
values. Thus, evaluating a single trapdoor requires the evaluation of terms scaling
linearly with the number of values. Contrary, the disjunction of multiple values
downgrades the efficiency gain of bucketization, as we will see later. Nevertheless,
sticking to single-value indices requires us to handle this case explicitly. Therefore,
we also distinguish data groups. A data group DG is a list of fields that share the
same type and are considered to list multiple values of that group. Note that we limit
the possible length of such a list with a fixed upper limit, but the list can be variable
in size by encoding null values with ⊥, which is also used to encode missing or invalid
values. Consequently, every field has a unique index it encodes in its group, starting
at one, and we compute the group and index of a data field as DGj := GroupOf(DFj)
and DIj := IndexOf(DFj) respectively. For fields that are not part of a list, this field
is the only field of a corresponding group, and we further distinguish this edge case
by assigning this field the index zero. Additionally, we denote DG := {DGj : j ∈ m}
as the set of all groups and define TypeOf(DG) to be the shared type of all fields of
that group.

5.2.2 Bucketization

As our performance objective (N4) states, we target sublinear search efficiency in the
number of data records n. One method to address this goal commonly used in en-
crypted databases [MT06, BBO07, Ray13] and also adopted by PCORnet [YMM+17]
is bucketization. Here we present our adaptation of bucketization specialized for
the data structure defined in the previous section. More specifically, we present a
variation to take data groups into account.

In bucketization, data values are indexed by a block index surjection BucketOfDT :
DT → N mapping values to a block index BI ∈ BIDT. Here BIDT refers to the
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Field Type Group Index Description

AGE {0, . . . , 124,⊥} AGE 0 Age in years at admission

FEMALE {0, 1,⊥} FEMALE 0 Indicator of sex

DX 1 ICD10 CM ∪ {⊥} DX 1 ICD-10-CM Diagnosis
...

...
...

...
...

DX 40 ICD10 CM ∪ {⊥} DX 40 ICD-10-CM Diagnosis

PR 1 ICD10 PCS ∪ {⊥} PR 1 ICD-10-PCS Procedure
...

...
...

...
...

PR 25 ICD10 PCS ∪ {⊥} PR 25 ICD-10-PCS Procedure

Table 5.1 Exemplary data fields of the NIS dataset with their corresponding type and group. Here
the types ICD10 CM and ICD10 PCS refer to the official list of International Classification of
Diseases, Tenth Revision (ICD-10) codes for diagnosis and procedures, respectively. Descriptions
are taken from the official website [NISa].

codomain of mapped indices BIDT := {BucketOfDT(val) : val ∈ DT} ⊂ N. The benefit
of such block index is that for a given index, we can construct a reverse lookup
ValuesOfDT : BIDT → P(DT) of values mapped to that index.

ValuesOfDT (BI) 7→ {val ∈ DT : BucketOfDT (val) = BI} ,

Using such a reverse index, we can narrow the search to a subset of values by providing
the block index of an encrypted value. Note that this index reveals this information
to possible attackers too. Consequently, usage of the bucketization reduces privacy
guarantees of an encrypted value to k–anonymity [Swe02] (cf. Section 3.1.4.3). Thus,
the level of privacy protection in those groups depends on the choice of BucketOfDT,
which we will cover in Section 6.3.2. Consequently, bucketization should only be used
with great care for quasi–identifiers.

Although the current definition of our reverse lookup suits privacy analysis, we
lack a method to index specific records. Moreover, we have to manage data groups
efficiently to keep track of the specific values that fall into a bucket. Otherwise, we
may associate a record with every bucket of any value of that group. However, if
we keep track of specific group values that map to a bucket, we can further reduce
the number of values to a subset of all values in that group. Noteworthy is that this
optimization would not be possible using a disjunctive PEKS scheme because it is
impossible to match different group values independently, requiring the encrypted
index to be associated with every bucket for every value it includes. That is why we
stated earlier that such a scheme downgrades the efficiency of bucketization.

ColumnsOfDG (BI, i)

7→
{
IndexOf (DFj) : DFj ∈ DG ∧ BucketOfTypeOf (DFj) (vali,j) = BI

}
RecordsOfDG (BI)

7→ {(i,ColumnsOfDG (BI, i)) : i ∈ n ∧ ColumnsOfDG (BI, i) ̸= ∅}

Here, RecordsOfDG is a reverse index mapping to records and contains a set of group
indices that match this bucket. The positions correspond to the field DF index in
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the group DG. To collect those positions, we use a helper function ColumnsOfDG

collecting all list positions of values which map to the same bucket, and for specific
records, we refer to ColumnsOfDG(i) as ColsDG,i.

Takeaway. We formally introduced bucketization and presented an efficient reverse
index for our data structure of EHRs. The reverse index RecordsOfDG maps a bucket
index to a set of possible records that contains any value in this bucket. By adopting
the group structure of EHRs, we provided an efficient way to adopt the group
structure such that the reverse index also reduces the number of fields to match from
a data group. Furthermore, we highlighted the privacy issue using bucketization,
which requires further elaboration in our implementation and evaluation.

5.2.3 A suitable PEKS Scheme

We mentioned necessary requirements of the PEKS scheme throughout this chapter.
However, we still need a formal description, notably, a PEKS that fulfills this. In
the following, we address this issue by writing formal requirements to the PEKS and
choosing a suitable PEKS scheme.

5.2.3.1 Requirements and Assessments

We start by formalizing the requirements extracted from previous sections (cf. Sec-
tion 5.1) to prepare for choosing an appropriate scheme.

• We require the capability to split the index into the index fragment and the
consent witness. For the latter, the data owner (DO) must be able to derive
consent bound to a specific query.

• Trapdoor construction must be feasible using a cumulative key managed by the
collective authority (CA), so new trapdoors for a specific query are unforgeable
in the any-trust model.

• The consents and trapdoors are published onto a public bulletin board and,
therefore, should fulfill the requirements of SCF–PEKS (cf. Section 3.2.2.1).

Next, we prioritize common used performance evaluation parameters [YM16, MMW+17,
HKA19, LLZ19] to assess different PEKS schemes. Here we focus on two characteris-
tics, namely computation time and memory size.

Index build time. The index build-time measures the time required to encrypt a
single value using the index operation, thus mainly impacting the time of import
that has to be repeated for all n records Θ(n). Note, that this also impacts the
time of shuffling data, as this requires a re-import, as we will see later in protocols.
Furthermore, a part of the index function must be reused to bind the consent of a
data field to a specific query. Thus, the time includes the time of the cryptographic
operations for giving consent.

Trapdoor build time. Trapdoors are built by the trapdoor operation for every value
queried, directly impacting the query construction time. In addition, part of the
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routine must be computed under a cumulative key and repeated for every CA member.
Thus, we conclude that this operation scales Θ(ps) in the number of trapdoors (p)
and CA members (s).

Test time. The TS performs the test operation to match queries to records. Because
trapdoors query a specific field, the number of matches is limited by the number
of values for that field, which is constant. Thus, we can state the worst case of
operations performed depending on the number of trapdoors (p) and records (n) by
O(p · n).

Size of index. The index size impacts two parts. First, the database size of TSs
as they are required to partially store the index for every value of every record
Θ(kn) = Θ(n). Second is the network bandwidth because part of the index will be
the consent sent to the bulletin board for every query field Θ(n · p).

Size of trapdoor. The trapdoor size correlates with the query size Θ(p). Thus, the
bandwidth requirements between the data user (DU) and CA members and the
published payload on the bulletin board and forwarding queries will be increased.

As highlighted by our distributed health data network (DHDN) use case, a multi-
million number of records is a reasonable scenario that should be supported, and the
number of queried values in reviewed literature [CRMC15, GTA+14, HTHB14] is less
than a hundred. Further, the number of CA members can also be considered very
low. Concluding, the number of test operations stands out with quadratic complexity
in the number of queried fields and data records. Inherently this also holds for the
consent part of the index computation and memory footprint, as every test requires
individual consent. Thus, the test time, index build time, and index size are the
most significant characteristics.

5.2.3.2 Comparison of published Schemes

Based on the elaborated characteristics, we now compare suitable PEKS schemes for
this thesis. Therefore, we must find a decent compromise of the orthogonal features
security, query expressiveness, and efficiency [BHJP14].

To find a suitable scheme, we first investigated multiple surveys of PEKS schemes
and carved out all publications that may fit. From that, we continued with papers
referenced by those, especially papers of the past that introduced principles of modern
schemes. Last we searched for papers that built upon the publications of fundamental
principles (cf. Section 3.2). From a selection of 24 publications, we implemented
the eight most relevant due to the application of research and our set requirements.
For the implementation, we targeted 128-bit security in conformance with other
DHDNs[YMM+17, FES+17]. On top of that, we built a benchmark suite measuring
the most significant computation time of the index, trapdoor, and test operations.
Figure 5.3 shows the result of our measurements. In addition, Table 5.2 shows the
memory footprint of the schemes for the particular chosen implementation.

From our assessment, the schemes from Rhee et al. [RPSL10] and Lu et al. [LLZ19]
stand out and are most applicable to our requirements. However, the latter cannot
be adapted to our requirements as the trapdoor is bound to a specific owner, and
the index binds a specific user behind a hash function. For a summary of the scheme
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Figure 5.3 Comparison of PEKS schemes based on the computation time with a 99% confidence
interval. Benchmarks were performed on the same machine serving evaluation, see Section 7.1.1.
Of particular importance is that we implemented all schemes over the same curve, except for
[YMM+17], which requires a composite order group. All scheme implementations target 128-bit
security.

Scheme Index ≃ Trapdoor ≃
[RPSL10] |G1|+ |Hκ| 80 |G1|+ |G2| 144

[FSGW13] |Z|+ |G1|+2 · |G2|+2 · |Gt| 1424 |Z|+ |G1| 80

[GY15] |Z|+ |G1|+ |G2|+ |Hκ| 208 |G1|+ |G2| 144

[YZCT17] 3 · |G1|+ |Gt| 720 |Z|+ 3 · |G2| 320

[YMM+17] 3 · |Gpq| 54 3 · |Gpq| 54

[LLZ19] |G1|+ |Hκ| 80 |G2| 96

Table 5.2 Memory sizes of the index and trapdoor structure for different PEKS schemes. Note
that this only holds for the particular chosen curve BLS12 381. Other curves exists that have
similar sizes but balance differently between G1 and G2.

showing the non-trivial problems of adoption is listed in Figure A.2. As a result, we
decided to adopt the former one because extracting a consent witness and computing
trapdoors under a cumulative key is straightforward. Furthermore, the picked scheme
allows re-encryption of queries, such that data providers (DPs) can issue test server
(TS) specific queries.

5.2.3.3 Adaptation

In the previous section, we compared several PEKS schemes and chose one of
them. In this section, we will formally state the algorithms of our adaptation and
point out some important characteristics. Those are the relation of the Index and
Consent operation and a deterministically encrypted part of the Trapdoor operation.
Algorithm 5.1 formally states our adaptation.
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Index (PKTS, val)

cw←$ Z∗
p

DG = GroupOf (FieldOf (val))

IF = H2 (e (PKTS, cw.H1 (DG, val)))

return cw, IF

Trapdoor (skQ,PKRN, val)

r′ ←$ Z∗
p

DG = GroupOf (FieldOf (val))

T = sk−1
Q .H1 (DG, val)

T1 = r′.g

T2 = T + H
(
r′.PKRN

)
return (T1, T2)

Consent(PKQ, cw)

IC = cw.PKQ

return IC

Test (skTS, skRN, I, T )

I = (IC, IF) , T = (T1, T2)

T = T2 − H (skRN.T1)

return IF
?
= H2 (e (IC, skTS.T ))

Algorithm 5.1: A formal definition of our adaptation of the SCF–PEKS scheme from
Rhee et al. [RPSL10]. The original formulation (Algorithm A.3) is in the appendix
section of this thesis (Appendix A.3). Here H,H1 and H2 are domain seperated hash
functions that map to G2,G1 and G2 respectively.

Index (PKTS, val): The Index algorithm inputs a TS public key PKTS and a value val as
input. Note that binding the fragment IF to a specific server prevents any other server
without access to skTS from matching queries to that fragment. Furthermore, the
algorithm returns the consent witness cw. The original version called the following
algorithm Consent internally to bind the index operation to a specific receiver directly.

Consent(PKQ, cw): Here the consent witness cw is used to consent to a query con-
structed under the public key PKQ. Importantly cw is specific for a single Index
operation. As a result, the returned consent IC is unique for a specific index fragment
IF and query key PKQ, such that consent of the DO is always required.

One more thing to point out is that under the assumption that solving the Elliptic
Curve Discrete Logarithm Problem (ECDLP) is hard, consent is computationally
indistinguishable from others where the witness is chosen randomly, which we call
pseudo–consent. A pseudo–consent can be issued by the DO to hide the information
they are unwilling to consent to a particular value.

Trapdoor (skQ,PKRN, val): This algorithm creates a secure channel free (SCF) trapdoor
for a value val bounded to DPs of a research network with public key PKRN. This
variation is an important modification of the original scheme as the following equation
shows for two trapdoors (T

(1)
1 , T

(1)
2 ) and (T

(2)
1 , T

(2)
2 ).

T (1) = T
(1)
2 − H

(
skTS.T

(1)
1

)
= sk−1

Q .H1 (val) = T
(2)
2 − H

(
skTS.T

(2)
1

)
= T (2)

Because of the missing randomization of T , the TS gains access to a deterministically
encrypted part of the trapdoor. As a result, two trapdoors of different fields would
leak the information that the queried values are equal, which makes statistical analysis
more practical, e.g. if age and gender are equal, the records’ age is either zero or one
because those are the only two values for the gender field in the NIS dataset. Note
that even with the field-specific hash, the fact still holds if the user queries the same
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group for the same value twice. This recognition would be an issue if multiple queries
use the same key skQ, but as previously described, this key is randomly generated
and for one-time use only.

Other important properties to point out are in the construction of T . Because in
order to compute T under a cummulative key it is sufficient to shuffle H1 (DG, val)
multiple times such that T =

∏s
t skQ,t

−1.H1 (DG, val). Later in Section 5.3.3.1, we
will see how to use this property to state a secure query construction protocol. In
addition, T is not bound to a specific research network (RN) key. Thus, trapdoors
can be partially reused to issue queries to multiple RNs.

Test (skTS, skRN, I, T ): This final operation contains two steps by the DP and TS to
match fields with trapdoors. First, the DP restores T and forwards the unblinded trap-
doors to the TS. After that, the TS loads the fragment IF from a local database and
pairs it with the DO consent Consent to retrieve a valid index Index = (IF,Consent).

Notably, everyone with access to an encrypted trapdoor value T and the public
key PKQ can start a keyword guessing attack on the query. Therefore, the attacker
generates their keypair and repeatedly calls Index and Test for all possible values. On
the other hand, everyone with access to skQ and a valid I for that key can issue any
number of trapdoors and test them against the index to perform a keyword guessing
attack on the DOs’ data. For that reason, the encrypted trapdoor values will be
encrypted under the ephemeral collective key, such that forgery of new trapdoors is
impossible under the any-trust thread model.

Takeaway. Concluding our PEKS scheme adaptation, we have seen four important
functions that are capable of meeting our functional requirements. The Index opera-
tion allows us to extract a consent witness suitable to implement dynamic consent.
The trapdoor generation fits the necessity of a collaborative protocol with the CA
securing against new trapdoor constructions using the same receiver key. Finally, the
test operation aligns with our view of a DP as a gateway between the DHDN and
the organizational infrastructure.

5.2.4 Query Data Structure

In the last sections, we have seen the health data structure, bucketization usage, and
cryptographic primitives to match data against a search term. In the following, we
combine these data structures and algorithms to state the structure and evaluation
of a query. In addition, we show how our chosen scheme benefits the expressibility of
our query and efficiency in determining the results.

A query consists of a list of trapdoor information and a query evaluation tree, which
essentially states a boolean combination of matched trapdoors. Notably, this extra
structure of indirection adds complexity to the query. However, it aligns better
with our perception of deterministically encrypted values which only require to be
encrypted once for every group-specific value. Moreover, the tree structure allows
more efficient utilization of bucketization and categorization of results, which we
will see after formally stating the structure of trapdoor information and the query
evaluation tree.
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The extra trapdoor information lists the queried data groups, an optional bucket
index, and the cryptographic trapdoor required for the PEKS scheme.

(DGl,BIl, Tl) : l ∈ p

These list elements contain all information to match single values of a record but
without any relation. Therefore, a query evaluation tree extends this structure to
match arbitrary expressions.

The query evaluation tree (Q) is a connected directed acyclic graph (DAG) with
separate tags for sources, sinks, and inner vertices. Further, we will refer to sources
as roots, sinks as leaves, and inner vertices as boolean combinators.

Q := (V,E, tag) : E ⊆ V × V

R := (v ∈ V : ∄u ((u, v) ∈ E))

L := (u ∈ V : ∄v ((u, v) ∈ E))

B := V \ (R ∪ L)

To interpret this DAG, we tag every node such that induced trees from a root node
yield a boolean expression. Therefore, we tag leaves with an index l of provided
trapdoor information. Thus, the boolean evaluation of a leaf corresponds to match
this trapdoor with a record’s data. We use tags of boolean operations for inner
vertices, which combine the boolean evaluation of vertices from outgoing edges.
Finally, the roots specify how to receive a result from matched records.

tag : V −→ TAG with

tag (v) ∈ {‘COUNT(*)’} for all v ∈ R

tag (v) ∈ {∧,∨} for all v ∈ B

tag (v) ∈ {1, . . . , p} for all v ∈ L

The idea of having multiple roots is to evaluate different groups in a query. For
example, consider a query counting patients with a specific kind of diagnosis. If the
researcher wants to further investigate the distribution of different procedures, they
would have to issue multiple queries. However, this would unnecessarily negatively
impact the network because the shared diagnosis evaluation must be evaluated
multiple times. Hence, we allow sharing common evaluation of subgroups as common
node-induced subtrees of Q. An example of a specific query evaluation tree is shown
in Figure 5.4.

The trapdoor information may optionally dismiss either the bucket index or the
cryptographic trapdoor. We write a ⊥ symbol for that missing value in that case.
While leaving both out is considered ill-formed, specifying only one can have significant
advantages. As previously stated, bucket indices should be optional and not be
supported for all data groups, especially in the case of quasi–identifiers. Leaving this
field out will enhance privacy, making keyword guessing attacks more computationally
intense and other attacking vectors [MKGV07] less likely. Though its absence will
result in slower computation as more candidates must be considered. On the other
hand, one can leave out a trapdoor to match all entries in a bucket as an efficient
way to group results into different categories without the relatively costly evaluation
of the Test function.
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Figure 5.4 An example visualization of a query evaluation tree. Root nodes have no border
where circles indicate boolean combinators, and leaves have rectangles. Here the query shares
a common evaluation of candidates having one of many diagnoses as well as one of many
procedures. These candidates are further categorized into groups based on ranges of their
age. Therefore, the double edged placeholders agelb ≤ age < ageub represent multiple nodes
(AGE,BucketOfAGE(age),⊥) with age ∈ {agelb, . . . , ageub − 1}. Please observe that we are
taking advantage of the bucketization of age to categorize results without evaluating the PEKS
scheme, leaving the trapdoor out.

Another benefit is the possibility of reducing evaluations of the Test function by
taking advantage of the tree structure and our data group indices. The idea is to
reinterpret leaves as a set of record indices called candidates. Then we can combine
those with set operators where all outgoing vertices are operands.

CandidatesOf : B ∪ L→ P (n)

(DG,⊥, T ) 7→ n

(DG,BI, T ) 7→ CandidatesOf ((DG,BI,⊥))

(DG,BI,⊥) 7→ {i : (i,ColsDG,i) ∈ RecordsOfDG (BI)}∧
v1, . . . , vδ+ 7→

δ+⋂
u

CandidatesOf (vu)

∨
v1, . . . , vδ+ 7→

δ+⋃
u

CandidatesOf (vu)

Takeaway. We have seen that choosing a DAG for our query structure benefits
query expressiveness and efficiency in multiple ways. Results can be categorized
efficiently based on bucketization or sharing part of the evaluation for multiple roots.
Furthermore, the structure enables an efficient bucketization evaluation, allowing us
to reduce possible candidates further.

5.2.5 Efficient Linkability of Anonymous Messages

In Section 5.1.4, we introduced the network architecture, including an anonymous
broadcast channel for messages from DOs to TSs. However, this anonymity induces
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problems for the TS who has to filter published consent for data owned and link it
with the identity of a record. To solve this issue, we introduce a ticket system that
utilizes stealth addresses and deterministic encryption to filter and link broadcasted
messages efficiently.

The idea is to find a tag for messages that stay unlinkable for any observer but the
TS and are deterministically computable by both entities. Then we can use these
tags for a hash lookup table that ensures high efficiency in filtering and linking tags
to individual records. Therefore, the TS precomputes all tags for expected incoming
messages and puts them into a hash table. Note that this requires the TS to know
some identifier of incoming messages a priori. Fortunately, this is naturally given by
the fact that consent is given as a response to a query announcement. Thus, the TS
knows when messages are incoming and a unique associated query identifier idQ.

One straightforward way to derive such a tag is utilizing the shared secret with a
hash function H(SS, idQ). However, this approach has no attached identity. Thus,
it needs to be clarified how propagating nodes in the network verify the message
without access to SS. Therefore, we rather derive an identity than a hash value.
To achieve this, we make use of stealth addresses. Recalling Section 2.1.3 stealth
addresses enable us to derive new random public keys (PKSA) for a given receiver
(PKDO), such that only the receiver can derive the corresponding secret key. The
problem with stealth addresses is their internal randomization. As a result, they
cannot be computed deterministically by both entities. We fix this issue by replacing
the internal nonce with the previous hash tag definition.

PKSA = dStealthAddressPK (PKDO, SS, idQ) = PKDO + H (SS, idQ) .B

skSA = dStealthAddresssk (skDO, SS, idQ) = H (SS, idQ) + skDO

As a result, we have a suitable tag definition that corresponds to a public key that
is unlinkable to other tags and the DO without access to SS,PKDO and idQ in the
random oracle model (ROM). Consequently, the DO signs the payload with skSA,
and every node in the peer–to–peer (P2P) network can check its’ integrity. One thing
to point out is the usage of an improved stealth address version, where the sender
cannot derive the secret key. However, in this particular case, this is not necessarily
required as only the TS and DP have access to SS, and the TS has no benefit of
masquerading the DO in the honest-but-curious threat model. Thus, one may deploy
a simpler version [CM17] that requires fewer operations.

In summary, we have shown that the DO and TS can derive a deterministic tag for
a query-specific message that is anonymous and unlinkable to any other observer of
the bulletin board. Thus, the tag is suitable to precompute a hash table that maps
message tags to candidates of the database, resulting in an efficient method filter and
linking arbitrary messages in a shared bulletin board. In addition, we showed that
choosing a pseudo-random public key as a tag facilitates network security, allowing
every node to validate the message integrity.

5.3 Protocols

We conclude this chapter with a comprehensive view of the design of all protocols.
Therefore, we start by stating the initial data preparation required for the data
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owner (DO) to share secrets with the data provider (DP) and test server (TS). We
briefly cover this, to formalize a foundation of available data that is essential for
our protocols. In addition, we highlight some key decisions in managing data that
have a major impact on the security aspects of the network. Continuing, we give
full particulars on all workflows specifying their protocols and how to compute and
validate exchanged messages. This specification includes a deep dive into the security
properties of every message concerning the communication channel. Here, we focus
mainly on privacy characteristics and give insights into trade-offs taken to accomplish
our privacy and security goals.

5.3.1 Organization Data Exchange with the Data Owner

Before any data is available to import, DOs must contribute their data to the
organization and legitimate them to manage their data in the distributed health data
network (DHDN). We assume that the DO and organization initially set up some
secure authenticated communication channel via an organization-hosted service. In
this section, we will give a short example of how an organization can achieve such an
initial setup and state some required information that must be exchanged during an
initial setup.

For initial authentication, the organization can hand out a one time password (OTP)
to the DO [LKL+10, EAK11, JL13]. For example, such exchange can be achieved
by handing out a quick response code (QR code) on registration or sending letters
to the DO address. The DO uses this initial communication channel to set up its
identity. Therefore, the DO requires a suitable interface; here, we suggest a mobile
app (cf. Section 8.1.1) as we already stated the requirement of an interactive device
for the DO in Section 5.1.3.

After establishing a secure and authenticated connection, both participants must
exchange some necessary information that future protocols will require. Therefore,
the DO first generates an initial unique unlinkable identity PKDO as covered in
Section 5.1.3 and exchanges it with the organization, which will, in return, send
PKOrg. Then, both entities exchange a shared secret using the Elliptic Curve Diffie–
Hellman (ECDH) protocol.

After that, the organization has access to an unlinkable identity for the data record
owner, which they can forward to other entities in the network. Furthermore, the DO
and the organization share a secret suitable to share data, e.g. by using AES with
Galois/Counter Mode (AES-GCM) [SMC08] or ChaCha20-Poly1305 [NL18]. Finally,
we expect the DO to poll for available data periodically.

5.3.2 Data Import

Once DOs contributed their data and set up an identity, the organization can import
that data into the DHDN. This section specifies this import process, including the
data selection, encryption, and distribution. Importantly, this import procedure sets
the foundation for following protocols that ensure secure and partially unauthenticated
communication based on the data imported in this protocol.
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First, the data import should not start once new data is available. We suggest
starting a batched import of multiple records in a certain time interval (e.g. once a
day or week at nighttimes) and only if enough data records are available. This delay
is because we need to prevent external observers from linking data to individuals by
observing facilities [MKGV07]. In addition, this makes it possible to schedule the
data import with the data shuffling, inducing the re-import of data. Thus, further
increasing the number of records to import in a batch, enhancing anonymity among
DO in that group. Last but not least, a scheduled update of the records leads
to foreseeable data updates for the DOs’ device, reducing the number of polls to
the organizations’ services. Alternatively, we can artificially increase the number
of records to import by inserting more artificial data as covered in Section 5.1.1.
No matter the strategy, either by fusing the import and re-import or by increasing
the number of artificial data, the organization must ensure k–anonymity in the
import batch for all quasi-identifiers (cf. Section 3.1.4.3). For the extent of this
thesis, we leave the non-trivial problem of finding a good batch open and dedicate
a paragraph in our outlook in Section 8.1.2. However, it is worth noting that such
batch must be for a single TS. Otherwise, it would undermine the k-anonymity
property. In the following, we will assume that a batch of records was selected and
is available in plaintext from the organization database, encoded according to our
data notation (cf. Section 5.2.1). Moreover, the TS is fixed for that particular batch,
leaving us with exactly three entities to import the batch, the DO represented by a
web service, the DP, and TS.

5.3.2.1 Preparation of Plaintext Data

Before detailing the specific protocols for importing data into each entity, we begin by
discussing the organizational preprocessing of the data to establish shared secrets and
encrypt the plaintext of patient records. This preprocessing step must be performed
on each record individually. As such, we illustrate the data processing for a single
record as an example without always explicitly referring to the index i. Subsequently,
we divide the preparation process into four distinct categories.

Shared Secrets. In this context, we establish shared secrets between the DO and
the DP, as well as the TS. This variant of the ECDH protocol involves using an
additional nonce to conceal the TS’s identity from the DO and ensure the freshness
of the derived secret. Please note the critical importance of freshness for data re-
imports. Refreshing the secret with a random value safeguards the protocol against
pre-computation and replay attacks.

SSDO

DO,DP = r2.PKTS SSDP

DO,DP = r2.PKDO with r2 ←$ Z∗
p

SSDO

DO,TS = r1.PKTS SSTS

DO,TS = r1.PKDO with r1 ←$ Z∗
p

It is important to note that the organization cannot access the established shared
secrets. Therefore, it cannot act on behalf of the data owner unless it owns skDO,
which can be the case for artificial data.

Bucket Indicies. In this scenario, the bucketization process involves precomputing
bucket data (BD) on the plaintext and transmitting it alongside the encrypted values.



58 5. System Design

To collect the bucket data, we iterate through all the groups and gather the bucket
indices corresponding to the values within each group.

BDi :=
{(

DG,
{
BI,ColumnsOfDG (BI, i) : BI ∈ BITypeOf (DG)

})
: DG ∈ DG

}
BDi provides a comprehensive list of mappings of RecordsOfDG, allowing the receiver
to reconstruct RecordsOfDG for that specific record. By utilizing this mapping, the
receiver can perform bucketization and efficiently filter this candidate, achieving
sublinear efficiency.

Consent Witnesses and Data Fragments. In this step, we utilize our adapted public
key encryption with keyword search (PEKS) scheme from Section 5.2.3.3. We encrypt
values to fragments and extract the consent witness required to consent to a query.

cwj, IFj = Index (PKTS, valj) : j ∈ m

Here the consent witness cw is not bound to a DO. Consequently, the organization
can create consent for a query, but the organization cannot act on behalf of the
DO because they have no access to the shared secrets or skDO. Hypothetically,
the organization can insert a patient record with an owned identity to observe
consent requests. However, the organization is fully trusted and not expected to act
maliciously. Therefore, this is not an imminent problem. Nevertheless, there is room
for improvement here, which we will reference in Section 8.1.3.

Stealth Bit. In this final step, we must state whether the record is real patient-owned
or artificially generated. Therefore, we encode a stealth bit SB indicating a real
record if set to one. Otherwise, it must be zero. This way, we overload its’ purpose,
and stealth bits can be summed to obtain the total count of real records.

SB = ElGamalPKCA
(b) : b ∈ {0, 1}

We adapt our idea of aggregating the result under a cumulative collective authority
(CA) key as described in Section 5.1.1. Therefore, we encrypt the stealth bit using
an encryption scheme that supports homomorphic addition, e.g., ElGamal.

5.3.2.2 Data Distribution for Entities

In the previous section, we have seen all data prepared to distribute to the three
entities involved. Following that, we outline which data is exported, where, and how.

Organization −→ Data owner. As previously noted, the organization cannot dial
the DO. Rather a data update is exported to the organizations’ web service for
every DO in the batch. First is the shared secret exchange for the DP (SSDO

DO,DP)
and TS (SSDO

DO,TS). Those will later be used to ensure authenticated and confidential
data transfer on the bulletin board. Second, are the consent witnesses for each field
of the DOs’ record (cw1, . . . , cwm). Following our PEKS adoption, these witnesses
will be used by the DO to consent queries. Additionally, we can facilitate consent
decision-making by categorizing field values. Finally, all data will be encrypted using
an authenticated symmetric encryption (e.g., ChaCha20-Poly1305 [NL18]) and sent
to the web service. We can use the shared secret between the organization and DO
for the symmetric encryption.
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Organization −→ DP. Although the DP shall not process queries, it requires infor-
mation about the data stored by the TSs. The reason for that is the DP determines
DOs that are requested to participate in a query. As a result, the DP can utilize
the bucketization to pre-filter records and only give participating DOs a consent
request. Note that this also requires the DP to know the identity of a record and
let DO authenticate themselves to obtain query information. We will explain more
details on this in the corresponding protocols Publish Query (Section 5.3.3.2) and
Acquire Queries(Section 5.3.4.3). Hence the organization has to send the bucket
data (BD) and identity (PKDO) to the DP. Therefore, the DP issues an authenticated
call to the DP and transfers data using a request-response based protocol.

Organization −→ TS. The TS is the entity storing the encrypted index fragments,
monitoring the network for consent, matching queries, and aggregating results. This
list also summarizes all data the TS requires. In order to store encrypted index
fragments, it requires the data in the first place (IF1, . . . , IFm). On top of that, the
TS applies bucketization to reduce the number of records to match, thus demanding
bucket data. Moreover, for result aggregation, the stealth bit is needed. Finally, the
TS must be able to relate published consent to a specific record. Therefore, we give
the TS access to the record identity and the shared secret exchange SSTS

DO,TS.

Bucket Data
Shared Secret
Public Key

Index Fragments
Stealth Bit

Bucket Data

Consent Witnesses
Shared Secrets

Data Owner

Test Server

Shared Secret
Public Key

Data Provider

Organization

Figure 5.5 Overview of data exported to different entities. Note that the organization cannot
push data directly to the DO but rather uses an intermediate web service polled by the DO.

This paragraph concludes the import stage. We introduced all required data for
the following protocols and their distribution to the individual entities. Importantly
we exchanged shared secrets for secure data transfer over insecure communication
channels, shared unlinkable identities for data records, and transferred required data
to give consent, match data, and aggregate results.

5.3.2.3 Shuffeling of existing Data

We previously noted that shuffling is a substantial part of managing data and
strengthening privacy guarantees (cf. Section 3.2.2.2). In this section, we scratch the
surface of this topic by explaining what such shuffling implementation may look like.

In the most straightforward, shuffling deletes records of one TS and re-imports it
to another. However, in our thread model, the TS is honest-but-curious; thus, it
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could keep data and monitor the local bulletin board, which is shared with other
TSs. Thus, a curious TS could continue matching new queries on deleted data to
obtain more insights.

For this reason, the organization should generate a new anonymous identity for
managing the record. Naturally, the organization should not be able to obtain the
secret key of that new identity. Therefore, one can utilize stealth addresses (cf. Sec-
tion 2.1.3). Here the organization generates a new random stealth address from
the DOs’ public key and re-imports the record using that identity. Note that these
records are indistinguishable from their previous encryption due to the IND-CPA
security of our PEKS scheme. Afterward, the organization only has to add the stealth
address to the DO data deposited on the web service, such that the data user (DU)
can derive the secrets of the new identity. Ergo, we can implement the shuffling of
data on the same principles of the data import.

5.3.3 Query Deployment

In this first stage of a query’s lifetime and the second stage of our schematic overview
in Figure 5.1, we describe how to construct and publish a query. Therefore, we go
into details of our trapdoor construction and show how it adapts it in a secure and
consecutive protocol with all CA members. We also highlight key parts of the query
structure that facilitate later protocols. Figure 5.6 shows a more detailed overview
of the query construction phase from our schematic overview, containing the two
protocols covered in this section.

DU
CA

Blinded Keywords
RN Authorization

Metadata

Encrypted Query Data

Metadata

Shuffled Keywords
Public Key

Signature
Discrete Logarithm Proof

Query Public Key

Make Query

Publish Query
Global
Billboard Anonymous Transfer

Unauthenticated Call

1

2

Figure 5.6 Overview of the query construction stage. 1) The DU sequentially authorizes as
part of a research network (RN) to all CA members and receives authorized query data. 2)
After the creation, the DU pushes the query anonymously under their ephemeral identity PKDU

to the global bulletin board.

5.3.3.1 Query Construction (Make Query)

One of the primary goals of the DU is to obtain deterministically encrypted values
valk : k ∈ p under an ephemeral collective key skQ =

∏s
t=0 skQ,t. Here, skQ is

constrcuted by s + 1 random keys, where skQ,0 is chosen by the DU and all others by
members of the CA. Please note that the specific index of a CA member is given by
a linear order. For example, based on the x–coordinate of their public keys.
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Collaborative Encryption of Values

First, the DU generates a random key pair (PKDU, skDU) serving as an ephemeral
key for the lifetime of the query. The public key will also be part of the query.
This ephemeral key allows the DU to stay anonymous to the DHDN while CA
members will authenticate the DU and guarantee entitlement of the anonymous
identity. Additionally, query results will be forwarded to that particular key in the
‘Receive Results’ protocol.

To start the construction, we recall part of the Trapdoor definition (cf. Section 5.2.3.3).

T0,l =
(
b−1
l · sk

−1
Q,0

)
.H1 (DG, vall) : l ∈ p

Tt,l = sk−1
Q,t.Tt−1,l : l ∈ p, t ∈ s

We slightly changed the definition and added a blinding bl ←$ Z∗
p : p. If we would not

blind the encrypted values CA members could exploit the deterministic encryption
and run an offline keyword-guessing attack (cf. Section 2.2.1). The reason for that is
the necessity of building PKQ simultaneously, which enables the CA to build indices
for the intermediate public key PKQ,t’.

PK′
Q,0 = skQ,0.B

PK′
Q,t = skQ,t.PK

′
Q,t−1 : t ∈ s

Finally, the necessary query information can be derived by matching our PEKS
definition for the ephemeral receiver.

Tl = bl.Ts,l

= bl.
(
sk−1

Q,s.
(
. . .
(
b−1
l sk−1

Q,0..H1 (DG, vall)
)))

=
(
bl · b−1

l · sk
−1
Q,0 · . . . · sk

−1
Q,s

)
.H1 (DG, vall)

= sk−1
Q .H1 (DG, vall)H1 (DG, vall)

PKQ = PK′
Q,s = (skQ,0 · skQ,s) .B

We have seen a consecutive construction protocol for a valid query according to our
PEKS adaption. Nonetheless, currently, the DU has no guarantee of CA members
following the protocol, and neither has anyone guaranteed that the DU followed
the protocol. Consequently, we will show how both entities can prove and verify
correctness. Therefore, to proof correctness, we use proofs of general statements
about discrete logarithms (cf. Section 2.1.4).

ShuffleStmt := Ct = sk−1
Q,t.B2 ∧ Tt,1 = sk−1

Q,t.Tt−1 ∧ . . . ∧ Tt,p = sk−1
Q,t.Tt−1

It should be noted that the statement is not bound to a particular CA member.
However, we used the notation to align with our previous definitions, simplifying
understanding and explicitly stating the variable assignment to construct or verify
the proof. One additional binding, yet to be mentioned, is Ct. Highlighting the fact
that the correctness of PK′

Q,t is yet to be proven, but trapdoors are elements of G2,
and the usage of skQ,t must be consistent across both groups, which is not supported
by our proof system. Therefore, we make use of the bilinear pairing, and the DU can

check the consistency inverting the shuffle of the public key e(PK′
Q,t, Ct)

?
= PK′

Q,t−1.
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For the DU, they not only have to prove their computation’s correctness but also
provide some authenticated credentials. As seen in Section 5.1.3, the CA is responsible
for attesting the eligibility of the credentials to not reveal the DU identity to the
network. Still, without knowing the specifics of the credentials, we can specify
how they are authenticated. Therefore, the DU packs credentials into the query’s
metadata (M). This metadata, which we will define later, is sent along to every CA
member. Then every member signs their partial view of the query as part of a chain
of signatures.

SC = (SC1, . . . , SCs)

SCt = EdDsaSignskCA,t
(
M ∥ PK′

Q,t−1 ∥ PK′
Q,t

)
It is important to mention that the metadata is not modified after construction,
thus validated from every CA member. This CA usage reflects our any-trust threat
model, and other DHDN participants can trust the metadata as long as at least
one member of the CA acts honestly. Another important fact is the continuation
of the chain in the public key construction, which we will refer to as a public key
chain. This way, the chain only remains valid if intermediate public keys are passed
sequentially as the protocol demands. In order to validate the chain, the DU must
send the signature and public key chain along with the query. Nevertheless, it is not
required to send the discrete logarithm proofs which are required by the DU. As
a result, the number of signatures and public keys only scales with the number of
CA members but also legitimates the DU to exchange some trapdoors. This kind
of weak existential forgery effectively qualifies the DU to drop parts of their query
after construction. The reason is that the DU cannot forge new encrypted values
under the query key PKQ. Consequently, they can copy or replace another value
with a random one. In the first case, there is no real benefit for the DU because a
trapdoor is bound to the group it queries (cf. Section 5.2.3.3), thus copying it to
query another group would invalidate the encrypted value which effectively results
into a trapdoor that never matches. This invalid trapdoor derivation is also the
case for the second variant. However, even if we signed the entire construction, we
could not guarantee valid encrypted values because the DU could have used invalid
ones from the beginning. In order to prevent such invalid construction, we would
require a new kind of argument that convinces CA members about the validity of the
evaluated hash function H1(DG, vall). While there is progress in systems solving this
issue in the field of (zero–knowledge) arguments of knowledge [GPR21, GKR+21],
those systems are yet relatively slow and require a trusted setup. For that reason,
we leave it up for future work to find a prooving scheme that guarantees the validity
of the trapdoors. Still allowing this kind of weak existential forgery enables three
following problems.

First, the DU could issue multiple queries to spam the network or to query subsets of
his initial formulation. Every network individual can spot this because PKQ cannot
be changed, and consequently, we track idQ = H(PKQ) as a unique identifier. One
drawback of this approach is the requirement to store all identifiers. To solve this,
we include a timestamp in the signed metadata and define a time window to accept
queries. Thus, entities only have to keep track of previous queries for the time
window. Note, this also protects against replay attacks.

Second, the DU could issue multiple queries simultaneously to different nodes, such
that the query pretends to query multiple DOs, but only one gets valid trapdoors.
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Thus, any policy of DOs that enforces a certain threshold of contributors is under-
mined. This scenario is dangerous, especially with background knowledge attacks,
e.g., if an attacker knows a particular person who visited that medical facility. An
attack could abuse this information to evaluate queries on that particular individual
and have increasingly strong evidence and success chances if they can reduce the
queried records to that specific facility. To resolve this issue, all DOs must have a
consistent view of queries published and only start processing those if all received the
same query. Consequently, the DHDN requires a broadcast channel that fulfills this
requirement, e.g., using a blockchain-based bulletin board [Wür18]. On the other
hand, this behavior can be spotted in our chosen GossipSub protocol [VNM+20].
The reason for that is the existence of a trapdoor-independent unique identifier of
the query, namely its’ ephemeral key PKQ. Ergo, nodes that receive multiple query
variants can link them and report abuse. Depending on the method used by the
DU to authenticate themself to CA members, this misbehavior may be linked to an
individual.

Third and last, the DU could pretend a different query structure than the evaluated
one because chosen trapdoors never match. As a result, policies on the structure of a
query can only partially be enforced. In other words, one may reject specific queries
that are likely to spot individuals, but a malicious DU could hide that fact by using
an or clause in which only one trapdoor is valid. For this third problem, we need a
straightforward solution, and future work is required to prevent spotting individuals
in the network.

Takeaway. We introduced a sequential protocol for query construction, with security
and privacy guarantees in the any-trust thread model. This protocol enables the DU
to create trapdoors of our PEKS scheme under an ephemeral key (PKQ) while also
guaranteeing the correctness of its computation. The CA authorizes an ephemeral
identity PKDU such that the DU can publish queries anonymously. In addition, the
authenticated payload contains extra metadata to embed additional information,
signed by the CA to strengthen the query security properties. Following, we utilize
this metadata with further extensions required by subsequent protocols.

Additional Query Fields

Before we describe a query’s publication, we have to introduce some additional fields.
In the previous section, we already stated some essential parts, that are, the metadata
(M), wich includes the ephemeral public key PKDU and a timestamp, as well as the
ephemeral public key of the query PKQ. However, we are still missing three parts,
the authorized research network (RN) on which behalf the DU issues the query, the
selection of queried DPs, as well as the query data.

RN Authenticity. Here the DU authorize themself as part of RN to the CA members.
The RN on which behalf the DU issues the query is part of the metadata. Therefore,
the metadata includes a unique identifier of the RN.

DP Selection. As stated by our data discovery objective in Section 5.1.3 the DU
should be able to query a selection of specific DPs. In our description of the DP
(Section 5.1.3), we stated that DPs organize themselves in RNs and have access to a
shared secret skRN. Following this idea, the DU chooses a data network to query and
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selects a subset of DPs they chose to query. Therefore, they add the data research
network identifier to the query metadata. In addition, we can further restrict the
DPs by adding an explicit list of DPs’ identifiers to the metadata. If this field is
empty, we consider all DPs of the RN network.

Query Data. In Section 5.2.4, we have introduced the required query data. To
construct these, the DU chooses a query evaluation tree and has to specify the trapdoor
information. For the latter, the DU has to use the previously encrypted values Tl

and has to set up trapdoors according to our PEKS definition (cf. Section 5.2.3.3).

Ti = (rl.B1, Tl + H (rl.PKRN)) : l ∈ p with rl ←$ Z∗
p

This trapdoor is from a secure channel free PEKSs (SCF–PEKSs) scheme and is
indistinguishable against a chosen keyword attack (IND-CPA) under the assumption
that Hash Diffie-Hellman (HDH) is intractable [RPSL10]. Here, the encrypted values
Tl are blinded with the secret rl.PKRN binding trapdoors to a research network. Ergo,
everyone with access to skRN can recover encrypted values. When choosing a subset
of DPs from a RN, this should be considered. We will later see that this is sufficient
to guarantee that only selected DPs can submit a result, but this will not prevent
them from recovering the encrypted values.

In addition, the DU can specify a bucket index for every eligible data group. Although
the decision is optional, it is important to note that the bucket indices are not
encrypted or blinded, which also holds for the query evaluation tree. The reasoning is
to enable every node in the network to provide information for global query policies
based on the number of candidates a query yields. Still, this feature is left for future
work, and without the usage of this capability, it would also be a reasonable choice
to encrypt more data of the query for a specific RN.

We conclude the construction of a query. We described an interactive and consecutive
protocol to construct encrypted trapdoor values under a collective key prohibiting
selective forgery and securing DOs’ records against keyword guessing attacks. Follow-
ing, we showed how the DU could obtain an anonymous but authenticated identity
and issue queries on behalf of a RN for a specific set of DPs. With this, everything
is prepared to publish the payload of a query announcement to the DHDN.

5.3.3.2 Query Transfer (Publish Query)

Previously, we showed how to choose and obtain all the necessary data to state a
valid query. In this section, we publish this query to the DHDN and summarize
the payload. Additionally, we shortly address a final signing step to guarantee the
authenticity and integrity of the message.

For authenticity, the DU has access to the key pair (PKDU, skDU), which is ephemeral
but legitimized by the CA signed metadata. Thus, signing the query publication
message with skDU is sufficient. In other words the CA acts like a certificate authority
and signs the temporary DU key. This signature is, in turn, used like a certificate
chain packed into the query and finally signed by the authorized key. After that, the
payload is pushed to the global bulletin board and ready for processing.
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Field Description

Q Query evaluation tree stating how to match data and compute results.

BD Bucketization data to achieve sublinear efficiency.

T Blinded and encrypted values for the query.

PKQ The ephemeral collective public key data owners have to consent.

PKDU An ephemeral unlinkable key of the DU authorized by the CA.

DU RN The authorized reasearch network of the DU.

DP RN The shared research network of all DPs queried.

DP List A subselection of the DPs to query.

Timestamp A replay and forgery protection in a pre-configured time window.

Key Chain Chain of shuffled public keys.

Sig. Chain Chain of CA signatures for shuffle and metadata validation.

Signature Outer signature from the authorized DU key PKDU.

Table 5.3 Summarization of all fields published as part of a query publication.

5.3.4 Query Processing

In the previous section, we have seen the actual payload pushed to the global bulletin
board. Now every DP has to forward the evaluation to the organization-specific
entities in the network. This forwarding breaks down into three essential parts. Firstly,
received, preprocessing, and forwarding of query data received to TSs. Second, the
DOs observation of new queries and utilization of dynamic consent. Third and finally,
the backpropagation from TSs aggregated results to the DP and its’ accumulated
publication to the DHDN.

5.3.4.1 DP Query Receival and Forwarding

All DPs regulary monitor the global bulletin board for new queries. Once a query is
received that targets the DP, they start processing. We subdivide this processing
into three steps, validation, preprocessing, and forwarding. While the former should
be executed upfront, the latter two may run parallel.

Query Validation. In this pre-step, the DP validates all fields of the query according
to their definitions (cf. Section 5.3.3.1). That is the outer signature of the payload
signed by PKDU, the chain of signatures signed by individual CA members. Further,
the DP verifies the timestamp against the configured time window and checks that
no other query under the same public key has recently been published.

Preprocessing of DO Data. As described in Section 5.3.2, the DP gets the bucket data
of individual records. We use this data to filter all query candidates (cf. Section 5.2.4).
This usage of bucketization enables us to filter out DOs before they give consent
and reduces the number of requested fields to consent. Ergo, we can drastically
shrink the number of DOs and consents, leading to less bandwidth and computational
power usage of the network and DPs, respectively. After that, the DP derives a
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pseudo-random message tag for every candidate and builds a lookup table of required
fields for consent. Here we use the same method as the TS, which we covered
in Section 5.2.5. In essence, the DP builds an efficient lookup table that maps
deterministic tags to DO specific data fields that are required to match the query
against the corresponding record.

Forwarding of Query Data (Foward Query). To process the query test servers requires
the encrypted trapdoor values Tl = T 2

l − H(skRN.T
1
l ), that must be forwarded by

the DP. Here, because the DO can call every TS in an authentic and confidential,
we do not require a secure channel free (SCF) payload anymore. Thus, the DP has
to decrypt the trapdoor values within the query data and send them to the TSs.
Please remember that the ephemeral query public key (PKQ) is not part of the query
data, ergo not forwarded to the TS. This condition is of particular importance.
Otherwise, the TS can brute-force the trapdoors and gain partial knowledge on data
stored (cf. Section 5.2.3.3). Therefore, we chose the query identifier as the hash of
PKQ. As a result, we can safely share this identifier with TSs, which is required to
compute the linkable message tags (cf. Section 5.2.5).

In addition, the DP keeps track of all queries in progress using a list of query
identifiers ordered by the time of reception. This list will later index new queries not
yet observed by DO. However, it is important not to update the list until the TS
finished processing the forwarded query. That is due to the necessity to precompute
the message tags. If a DO consents before these are available, the TS cannot know
whether the consent targets them.

5.3.4.2 TS Query Receival

This section covers the counterpart of the previous one. Here, the TS receives the
query data and a idQ of a newly issued query from the DP, as previously described. It
has to precompute all message tags for expected consents (cf. Section 5.2.5) to filter
and link consent messages to data records. Therefore, the TS utilizes the bucketization
first to filter all candidates of the local database and derive all deterministic message
tags PKSA = dStealthAddressPK(pkDO, SS, idQ). Those tags will further be associated
with the corresponding record index and required fields to match. In addition, the TS
prepares an initial accumulator for result aggregation. That is a zero value encrypted
under the collective CA key ElGamalPKCA

(0). It should be noted that this value
cannot be cached or reused. Otherwise, aggregating the same records will always
yield the same ciphertext. Ergo, the initial accumulator serves as an important
randomization step.

Finally, the TS sets up a deadline for consent receipt, as it is not expected or required
that all candidates will publish consent. Consequently, we need to finish the query
at some point, even if not all DOs participated. We call this duration from the
query received till the deadline the consent time window. Here, we chose a fixed
time window for all queries, but putting an extra field into the query metadata is
also reasonable. In that case, the DU can choose a trade-off between faster or more
complete results.
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5.3.4.3 DO Query Observation and Consent Publication

After all TSs received the forwarded query, the DP unveils the query identifier to all
DOs. In order to observe those, DOs have to poll the DO actively.

Query Discovery (Discover Queries). In this protocol, DOs repeatedly issues an
anonymous call to the DP to discover new active queries. The frequency of this call
is freely choosable by the DO and we call it query poll interval. Choosing a long
interval may result in missing short-living queries, while a short interval may result
in a higher computational load and energy consumption.

For our system design, we do not consider the identifier of active queries as sensible
data. Thus, everyone can query new identifiers without being authorized. Therefore,
the DO sends the last observed identifier and receives all subsequent query identifiers
back. If the DO has not observed any, they receive a list for all active queries. As a
result, the DO can poll all active queries and minimize message size by only including
new query identifiers. Highlighting the fact that this request is unauthorized, the
DP cannot monitor the polling behavior of individual DOs. One downside of this
approach is the impracticality that DOs cannot be linked to the query candidates,
thus not being filtered yet, requiring each DO to issue a second follow-up request for
each new query.

Acquisition of Consent Requests (Acquire Queries). Once the DO receives new
query identifiers, they need to experience if their consent is required and, if so, which
fields will be matched. Remember that each field has its consent witness cwj and
that required fields depend on the individual DO bucket data. Consequently, the
next step of the DP is to request the required data for giving from the DP. Here we
describe the protocol for one new query identifier for simplicity, although it should
be batched to reduce the number of calls.

The DO starts by computing a query-specific stealth address of their identity
skSA = dStealthAddressPK(skDO, SS, idQ),PKSA = skSA.B and signing an empty mes-
sage EdDsaSignskSA(). Following, we send the public key PKSA and the signature to
the DP, which utilizes the deterministic message tag PKSA to filter and link the
DO to possible candidates. Due to the DP preprocessing step, this only requires
a dictionary lookup. Thus, we can efficiently filter candidates and obtain required
fields for that DO as a result of the bucketization evaluation. In response, the DP
sends the public key to consent to (PKQ), the set of data field indices that require
consent ({cr1, . . . , crr} ⊆ m) and the DU authorized research network universally
unique identifier (UUID).

Providing Consent (Publish Consent). At this stage of the query processing, the
DOs can decide if they wparticipate in the query by giving consent. Therefore, DOs
decides for every field individually aligning with our concept of search control (cf. Sec-
tion 5.1.1). In addition, the DO knows the RN used to issue the query. Therefore,
they can use publicly available information for the RN (cf. Section 5.1.3) to restrict
participation, e.g. non–profit organizations only. Condensing, the DO has three
individual decisions for every consent request crw : w ∈ r.

ICcrw = ⊥
ICcrw = r.B with r ←$ Z∗

p

ICcrw = cwcrw .PKQ
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Here, the first two equations correspond to no consent given, but the second one
hides this fact using pseudo–consent (cf. Section 5.2.3.3). Note, we index by data
field indices; this will simplify the matching for corresponding consent in upcoming
equations. Although the pseudo–consent here prevents analysis of the DO preferences,
it should be noted that this also prohibits relative statements to the number of partic-
ipants because the TS cannot distinguish whether the DO is willing to participate or
hides their denial. Note, that the DO can also ignore the query and give no consent
information. In that case, their record is ignored after the consent time window
passed.

Assuming the DO chose to participate, the next step is publishing the consent.
Following our principle of efficient linkable anonymous messages, the DO computes
the message tag PKSA = skSA.B with secret skSA = dStealthAddressPK(skDO, SS, idQ).
Remember that the message tag and consent are indistinguishable for outsiders, thus
eligible for SCF communication. However, if we publish (ICcr1 , . . . , ICcrr) unencrypted
observers of the network can obtain insights on the number of required fields per
DO, including denied consents encoded as ⊥. For that reason we utilize the shared
secret SS and encrypt AESSS({(cr1, ICcr1), . . . , (crr, ICcrr)}). It is generally optional
to include the field indices, but rather a design decision to avoid problems in rolling
database structure updates. Finally, the DO signs the encrypted consent lookup with
skSA and combines the message tag, encrypted consent, and signature, pushing them
to the local bulletin board.

5.3.4.4 Result Aggregation and Publication

While consent is published, the network starts processing data records. In the
following, we show how the query is evaluated against those records and results are
aggregated and published.

TS Result Aggregation (Forward Result). TSs actively monitor the local bulletin
board for the publication of consent. If one explores a new consent that is part
of their precomputed lookup table, they start processing the payload. First, they
validate the integrity of encrypted consent, discarding the message on failure. On
success, consent is decrypted, and provided data field indices are matched against
the required ones locally precomputed based on the bucket data. After that, the TS
loads corresponding data fragments ((IFcr1 , . . . , IFcrr)) and the stealth bit (SB) from
the database to evaluate the query for this particular record. Therefore, we start by
matching all query leafs (DG,BI, T ).∨

j∈ColsDG

IFj
?
= H2 (e (ICj, skTS.T ))

Here ColsDG contains all relevant data group fields filtered by the bucketization,
which we precomputed and associated to records earlier. At this stage, the outer
conjunction (

∨
) highlights the fact that our system evaluates a has–relation rather

than a is–relation. We can match the record by evaluating the query evaluation
tree (cf. Section 5.2.4). For a match, the query result accumulator gets incremented
by SB. Once messages for all expected tags have been received or the deadline is
reached, the TS closes consent submission and forwards the result to the DP using



5.3. Protocols 69

an authenticated call (cf. Section 5.1.4). That is the query identifier (idQ) and the
aggregated sum of stealth bits (aggTS) encrypted under the collective CA key.

DP Result Publication (Publish Result). Meanwhile, the DP waits for partial result
submission of all assigned TSs and aggregates them. Afterward, the aggregated result
must be submitted to the global bulletin board. This submission should be anonymous.
Otherwise, monitoring the duration from query announcement until result submission
may reveal sensitive insights of an individual DP. To achieve anonymity while
also providing authenticity and integrity, we utilize the Back Linkable Spontaneous
Anonymous Group (bLSAG) signature scheme (cf. Section 2.1.1.2). Here the rings’
public keys are given by the DP selection that is part of the query metadata. In
addition, we choose idQ = H(PKQ) as the signature tag, such that key images
are unique for every signer and query, which also protects against replay attacks.
Finalizing, the DP packs the aggregated result and signature together with a query-
specific identifier and pushes them anonymously to the global bulletin board.

This scheme secures the protocol beyond our threat model, and other weaker schemes
may be computationally less intense and have a smaller memory footprint. In
particular, a DP may not push multiple results in the honest but curious threat
model. Ergo, there is no necessity to prevent this, and a classical ring signature would
be sufficient. In addition, the bLSAG provides linkability across different groups, but
the group is currently statically defined by the query metadata. The reasoning is
that if the group gets too large, DPs could take a random subset of members for the
ring.

With the results’ publication, the query processing stage finishes. Due to the number
of protocols introduced and their complexity Figure 5.7 summarizes all protocols and
breaks their payload down to their most essential parts.

5.3.5 Result Reception

We have seen how a query is constructed and published in the previous sections.
Continuing, we describe how the DU can obtain the final result for this final stage
of a query’s lifetime. The challenge here is the re-encryption of the result from the
CA key (PKCA) to the DU key (PKDU) while preserving confidentiality and integrity.
Therefore, we adopt the key switch protocol from Yuan et al. [YMM+17], which
constitutes the main part of this section.

First, all members of the CA monitor the global bulletin board for result publications.
Every time they observe one, they validate the signature and check whether the key
image has yet to be observed. If this succeeds, the CA member updates an internal
accumulator of all published query results and the set of observed key images. Note
that here the accumulator cannot be randomized by an initially encrypted zero. The
reason for that is the necessary consistency of the encrypted value across members in
the CA, required by a later introduced key switch protocol.

Continuing, all CA members wait for query result publications until the size of the key
image set equals the number of queried data providers. At this point, the aggregated
value agg equals the ElGamal encryption of the query result res.

agg = ElGamalPKCA
(res) = (C1, C2) = (r.B, r.PKCA + res.B)
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Figure 5.7 Overview of the query processing stage. 1) The DP receives the query and
precomputes candidates with associated stealth address tags and fields that require consent. 2)
Query data containing unblinded but encrypted trapdoor values are forwarded to all TSs. TSs
precompute candidates with associated stealth addresses and monitor the local bulletin board
for consent. 3) DOs poll DPs for new queries. 4) For new queries, DOs use a stealth address
to ask the DP if they are part of the candidates and which fields require consent. 5) Consent is
published to the local bulletin board and linked by a TS using the stealth address. TSs links
local data fragments with given consent to match against the query, incrementing the stealth
bit counter if they match. 6) After all consents are received or the deadline is reached, TSs
forwards the sum of stealth bits to the DP. 7) The DP collects the aggregated result of all
TSs and publishes it to the global bulletin board.

Now this result is available for the DU to poll. Accordingly, the DU authenticates
itself using skDU and requests the result from every CA member. In response, they
will get the aggregated result agg, a key switch payload ks, and a proof of correctness
for its computation. Here agg is independent of the particular CA member but
checked for consistency across all members by the DU aligning with the any-trust
model.

kst = (Kt,1, Kt,2) = (r′t.B, r′t.PKDU − skCA,t.C1) with r ←$ Z∗
p

Here, kst is independent of any particular order of the CA and can be processed in
parallel. Similar to the query construction (cf. Section 5.3.3.1), we can formalize a
statement to proof the correctness of ks using a generalized zero–knowledge proof of
discrete logarithms.

KeySwitchStmt := Kt,1 = r′t.B ∧ PKCA,t = skCA,t.B ∧Kt,2 = r′t.PKDU − skCA,t.C1

Notably, the binding to skCA,t.B is given by the members’ public key. Thus, upon
receiving kst, the DU has all the required information to validate the discrete logarithm
proof, ensuring the correctness of its construction. After the DU received and
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validated all results, they can compute the encrypted result by evaluating the key
switch. The following formula shows this evaluation and its’ correctness.(

s∑
t

Kt,1, C2 +
s∑
t

Kt,2

)

=

(
s∑
t

(r′t.B) , r.PKCA + res.B +
s∑
t

(r′t.PKDU − skCA,t.C1)

)

=

(
r′.B, r.PKCA + res.B + r′.PKDU −

s∑
t

(skCA.r.B)

)
with r′ =

s∑
t

r′t

= (r′.B, r.PKCA + res.B + r′.PKDU − r.PKCA)

= (r′.B, r′.PKDU + res.B)

= ElGamalPKDU
(res)

Finally, the DU computes res.B = ElGamal−1
skDU

(ElGamalPKDU
(res)) and looks up the

result in a pre-computed hash table.
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Aggregated Result
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Figure 5.8 Overview of the query result reception stage. 1) CA members receive partial query
results from DPs and aggreates them. The bLSAG signature is used to authenticate the DP
as one of the queried DPs. 2) The DU polls all CA members for the result received and gets
partial key switches used to map the encrypted aggregated result from the CA to the DU key.
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6
Implementation

In the previous chapter, we introduced a system design of a distributed health data
network (DHDN) that meets the requirements of our functional objectives (cf. Sec-
tion 4.2.1). However, we must implement a prototype that features every part of
our system to assess its conformance with our non-functional goals and test its
practicality. Thus, this section introduces key aspects of our system implementation
to assess its correctness and give insights into some design decisions.

Therefore, we first introduce the tools and technologies we used to implement our
prototype, including adopted programming paradigms and libraries that facilitate the
performance of our implementation. Following, we give an overview of our software
components before going into detail on how we solved the most challenging problems.
Finally, we give more insights into how we verified the performance and correctness
of our application.

6.1 Tools and Technologies

Before going into details of our implementation, we introduce important design
decisions in the choosing of the programming languages and adoptions of frameworks
and libraries to facilitate our development process. In addition, we give insights into
the rationale of these decisions, including considered alternatives.

6.1.1 Rust: Concurrency, Networking, and Cryptography

Rust [MK14] is a modern programming language that attracted more attention
in recent years due to its unique balance of high-level language features, memory
safety, and performance. This section states valuable features required for our
implementation and argues how Rust fulfills these being a reasonable choice for our
implementation.
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Built-In Concurrency. Rust has a built-in concurrency model featuring powerful
abstractions for concurrent code, including a dedicated syntax for asynchronous
programming. The latter is of major importance for our thesis because we incor-
porate interactive network protocols, and by adopting an asynchronous runtime,
we can utilize idle times of pending requests. In addition, Rust has an ownership
and borrowing system that enforces memory safety in concurrent environments,
eliminating the risk of race conditions. These features allow us to efficiently write
concurrent code to exploit multi-core architectures, which is more reliable software
for less time investment.

High-Level Network Stack. One of the core elements of our system design is the
peer–to–peer (P2P) network. In Chapter 5, we introduced multiple high-level pro-
tocols that require secure Transport Layer Security (TLS) communication and the
implementation of request-response and publish-subscribe messaging patterns. Thus,
we require a moderate ecosystem for network applications to implement these proto-
cols efficiently on top of pre-implemented software layers. Here Rust offers multiple
frameworks for network programming, adopting the built-in concurrency for efficiently
handling thousands of connections.

Low-Level Cryptography. In order to implement our public key encryption with
keyword search (PEKS) adaptation, we require low-level access to cryptographic
primitives. These should exploit hardware-specific instruction sets and optimized
algorithms to implement those primitives in a performant manner. Within recent
years, Rust became more and more attention in the crypto ecosystem due to its
adoption in blockchain applications. In addition, Rust can interface existing C and C++

code allowing us to adopt existing low-level libraries that have established themself
for decades as well optimized and performant cryptographic libraries.

Notably, other programming languages have similar features. Here we highlight
the programming language Go which also includes built-in concurrency and has a
large ecosystem of performant and reliable network and cryptographic frameworks.
However, we, the authors, have longtime experience with C and C++, thus ultimately
deciding on Rust due to its similarity to C, easing the learning curve for a new
programming language.

6.1.2 Frameworks

In the previous section, we introduced Rust as our choice of programming language.
We also mentioned some valuable features and how the Rust ecosystem facilitates our
implementation. This section will look more into this Rust ecosystem and present
the fundamental frameworks we adopted to implement a prototype.

6.1.2.1 Tokio: An asynchronous Rust runtime

Tokio is a widely adopted asynchronous runtime in the Rust ecosystem, primarily
designed for network applications. Its event driven-design facilitates concurrent
and asynchronous programming at a high level. Therefore, Tokio incorporates
low-level operating system-specific API calls to wrap I/O operations on sockets
and the filesystem. Internally these are scheduled by a runtime with fine-granular
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configuration options, including the capability to separate different execution runtimes
from each other and assign limited resources. Utilizing these runtimes, we can
strengthen the availability of our node by encapsulating the processing of network
requests from the runtime of long-living computations.

6.1.2.2 libp2p: A modular network stack

One framework that integrates the Tokio runtime is libp2p, part of the IPFS [Ben14]
project. libp2p is a modular software stack for P2P networks available in multiple
programming languages, including Rust. In particular, libp2p has four modules of
major importance for our implementation.

Encrypted Connections. To guarantee network connection confidentiality, integrity,
and authenticity, libp2p implements multiple security protocols, including TLS. These
protocols enable us to securely connect to hosts of known identity and engage in
further protocols. In addition, libp2p integrates these identities into an auto-discovery
module.

Peer Discovery and Routing. In a dynamically changing distributed network in-
frastructure, confining connection parameters and identities for all network hosts
can be challenging. Therefore, libp2p incorporates mDNS [CK13] and the Kademlia
protocol [MM02] for peer discovery and routing. Using these protocols, we can
bootstrap our network and connect to each node by its peer identifier.

Protocol Multiplexing. In order to scale a P2P network while retaining connectivity
and efficiency, it is important to process multiple protocols simultaneously. libp2p has
built-in support of an additional muxing layer that enables simultaneous execution
of multiple protocols without opening multiple connections. Especially in the case
of simulating data owners (DOs), this is very helpful because we have to simulate
thousands of entities, each engaging in their sequence of protocols. With the usage of
protocol multiplexing, we can achieve this without the necessity of opening thousands
of connections.

Request-Response and Publish-Subscribe. libp2p comes with two modules for
message patterns which we require. These are an implementation of a request-
response and the Gossipsub protocol [VNM+20]. Their implementation of these
protocols also incorporates the previous modules for protocol multiplexing, peer
discovery, and routing.

With all these modules enabled, we have a reliable, efficient, and scaling network
solution we can adapt to focus on implementing our protocols on top of the request-
response and publish-subscribe modules. In addition, we highlight that libp2p is
transport agnostic; in the context of this thesis, all connections are established
using TCP/IP, but we feel confident that with the choice of libp2p future work may
test different transport layers without the necessity to change large portions of the
codebase.

6.1.2.3 RocksDB: A persistent key-value store

For data management, we requried a solution that is simple to deploy and scale and,
at the same time, optimized for read operations. These are all criteria where key-
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value storages outclass relational databases. Additionally, we have no requirement on
relations of data records making key-value storages the perfect fit for our application.
Here we decided on RocksDB, a fast key-value store developed by Facebook. Many
alternatives exist, but these other implementations were more complex to set up,
had no Rust bindings, or did not support one of the core features we require. These
features are multi-threaded access, columns-based storage for different tables, and
sorted iteration of keys stored. In Section 6.3.2, we will describe how we utilize these
features to evaluate bucketization efficiently.

6.1.3 Cryptographic Primitives

We introduced various cryptographic protocols in Section 2.1 and throughout Chap-
ter5. However, to implement those, we require some cryptographic primitives; in
particular, we need a concrete hash function and elliptic curve. In the following two
sections, we will present arguments supporting our chosen instantiations and discuss
their suitability regarding capabilities and security.

6.1.3.1 Hash Function

With the release of SHA-3 [Dwo15], we have the first hash functions with arbitrary
output lengths in the SHA family. Shortly after, the committee released additional
work standardizing SHA-3 derived functions [KjCP16] that use this new construction
type to increase security. For our implementation, we use the methodology of these
derived functions but use a different hash algorithm of the Keccak family. Here
we decided to use Kangaroo Twelve [BDP+18] due to its better performance. In
particular, we adopt customizable Secure Hash Algorithm Keccak (cSHAKE) for
customizable domain separation tags and TupleHash for unambiguously hashing
tuples of messages. According to the targeted 128-bit security level, we choose κ for
a hash output size of 256 bits [BDP+18].

6.1.3.2 Elliptic Curve

According to our PEKS definition (cf. Section 5.2.3.3), we require a pairing-friendly
curve that targets 128-bit security and has efficient algorithms to hash to that
curve. Therefore, we considered curves that have fast pairing and exponentiation
and followed the evaluation of Khandaker et al. [KNG+17] choosing the faster and
more studied Barreto-Lynn-Scott (BLS12) [BLS03] curve. In compliance with the
128-bit security goal, we took a relatively conservative approach of a 381-bit wide
prime number [MSS17]. Another reason for this choice is the wide adoption of
BLS12-381, which led to more research in optimizing its computation [Bow19, BC21]
and high-quality software implementations. One of these works of particular interest
is to hash to this curve in constant time [WB19].

One point of particular interest in Table 6.1 is the unbalance in the cost of exponen-
tiation between G1 and G2. Recalling our PEKS definition, these are performed by
our most called operations Consent and Test, respectively. Here we could swap both
curve definitions to weight the computational load of DOs and test servers (TSs)
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Operation Group Symbol Measurement (ms) Deviation (%)

Addition Z∗
p τzadd < 0.01 +0.04, −0.03

G1 τgadd1 < 0.01 +0.14, −0.12

G2 τgadd2 < 0.01 +0.10, −0.09

Gt τgaddt < 0.01 +0.11, −0.08

Negation Z∗
p τzneg < 0.01 +0.14, −0.08

Z∗
p τzinv < 0.01 +0.08, −0.05

G1 τgneg1 < 0.01 +0.14, −0.13

G2 τgneg2 < 0.01 +0.13, −0.12

Gt τgnegt < 0.01 +0.15, −0.13

Exponentation G1 τgexp1 0.34 +0.10, −0.08

G2 τgexp2 1.03 +0.12, −0.11

Gt τgexpt 1.46 +0.09, −0.07

Hash to Group Z∗
p τhs < 0.01 +0.09, −0.09

G1 τhp1 0.10 +0.08, −0.08

G2 τhp2 0.50 +0.08, −0.08

Sample Scalar Z∗
p τsample < 0.01 +0.15, −0.15

Pairing - τpair 1.29 +0.03, −0.03

Table 6.1 Table of the computational costs of selected cryptographic primitives on the elliptic
curve. Here τzneg is the additive inverse, while τzinv corresponds to the multiplicative inverse.
Deviations of the results are given in a 99% confidence interval. Please note that the deviation
is given in percent (0.1 corresponds to one thousandth).

differently. On the other hand, this also impacts the payload sizes for consents and
trapdoors, as shown in Table 6.2. However, as seen in Section 5.2.3.1, the number
of consents widely exceeds the number of trapdoors sent. For that reason, we chose
to stick with this definition as it lowers the required bandwidth of the network and
puts less computational load on the most powerless DO devices.

Element Group Symbol Memory Size (bytes)

Hash – |Hκ| 32

Point G1 |G1| 48

G2 |G2| 96

Scalar Z∗
p |Z| 32

Table 6.2 Memory sizes of cryptographic elements for our chosen elliptic curve.

6.2 Software Composition

In this section, we introduce the software developed as part of our prototype and how
it facilitates the evaluation of our system. Therefore, we first introduce an overview
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of all components developed and then follow up with a description of applications
that utilize these components.

Network Interface
<<component>>

Protocols

Generator

Parser

IteratorManage Data
QueriesDatabase

<<component>>

Dataset
<<component>>

Binaries
<<subsystem>>

<<component>>

Serialization

Evaluation

Serialization

PEKS

Re-Encryption

PEKS Schemes
<<component>>

Figure 6.1 Overview of the software components developed for the prototype.

6.2.1 Components

To thoroughly test and benchmark all aspects of our prototype, we recognized
the importance of code reusability and modularization. Therefore, we divided our
codebase into multiple components, each serving a specific functionality that can
be reused across different scenarios. This approach promotes code organization and
maintainability and enables us to focus on individual components during testing and
benchmarking, ensuring comprehensive evaluation. In the following, we describe each
component in more detail.

6.2.1.1 Dataset

The primary task of our dataset component is the supply of data. Therefore, it
supplies three different interfaces, two of which correspond to different data sources,
and the third is a compatibility wrapper for query evaluation without a database
setup.

Generator. The generator is a random data source to create artificial datasets with
the same distribution as our real-world dataset (cf. Section 7.1.2) used for testing.
Its purpose is to promote comparability and transparency of our results even if the
dataset we used is unavailable. In addition, it is useful for testing because we can
compile the generator into our program to generate test data on the fly without
infringing on data protection rules.

Parser. To import datasets into our system, we use the second interface, which is
the parser. The parser takes as input a data file and layout specification to yield
all data records contained. Therefore, one can provide different layouts for different
data sources as long as the columns match some predefined datatype supported by
the parser.

Iterator. This final interface of the Dataset component is a compatibility wrapper
for the database Iterator. Here we can configure the data source as an iterator for
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data processing without setting up a database. Hence, we can test queries without
needing to import data first, especially in the absence of any database optimization,
which may include bugs.

6.2.1.2 Database

The database is a simple key-value storage to manage data records and some additional
associated information required for our protocols, namely the record’s public key
and shared secret. In addition, it offers an optimized Iterator interface to loop data
records efficiently utilizing bucketization, which is covered in Section 6.3.2. Notably,
all data stored is locally and specific for the entity that creates a database. In other
words, no instance shares data with another entity.

6.2.1.3 Network Interface

This component is the entity’s interface to interact with the peer–to–peer (P2P)
network. Therefore, it manages all modules of the libp2p library internally and offers
a set of protocols to be configured by a specific entity. A protocol is an interface that
wraps a request-response or publish-subscribe message pattern. Adding protocols to
the network interface component will enable the entity to send, receive, or respond to
messages of that protocol. Hence, we describe the payload and identifier of a specific
protocol once and, using entities, add them to the network interface.

6.2.1.4 PEKS Schemes

These are our cryptographic primitives that have to conform to a specific interface.
In Section 5.2.3.3, we showed the evaluation of multiple PEKS schemes. We used the
PEKS interface to implement all schemes for testing purposes, including a Null scheme
with no encryption. For our specific adaption of a PEKS, we require additional
interfaces unsupported by traditional PEKS schemes. Therefore, this component has
a second interface Re–Encryption offering our design-specific requirements of shuffling
and re-encryption. Finally, we must persist and send the cryptographic primitives to
the database and over the network. We require the Serialization interface that offers
binary conversion of cryptographic primitives agnostic to the chosen PEKS scheme.

6.2.1.5 Queries

Our last shared module is the Queries component. Its purpose is to wrap the
implementation of different queries independent of the data source and PEKS scheme
in use. Therefore, it requires a specific Iterator and PEKS implementation and offers
Evaluation and Serialization of queries. Like the PEKS Schemes component, the
Serialization interface sends query data over the network to evaluate or encrypt the
query on another node. Thus, other nodes in the network can reconstruct queries
using the Serialization interface, connect them with their specific PEKS initiation
and data source and evaluate the query locally. In summary, the Queries component
ensures that every query is suitable for our system design but can also be evaluated
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on simpler PEKS schemes and data sources, which we will use for benchmarking and
testing purposes (cf. Section 6.2.2).

Takeaway. We introduced a set of interfaces offered by shared components of our
software architecture. These include interfaces for importing data, interacting with
the network, managing persistent databases, and evaluating queries locally or over
the network.

6.2.2 Binaries

We developed multiple applications to run, maintain, and test our implementation.
In this section, we will briefly introduce some of them that are of particular interest
for evaluating and verifying the prototype.

Data Hub. The data hub binary is an adoption of the architecture of Yuan
et al. [YMM+17] (cf. Section 3.3.1). Here we use a single application that com-
bines the functionality of all our components except the network interface. Due to the
PEKS scheme agnostic implementation of the database and queries, we can import
and query data using different PEKS schemes. Therefore, we used the data hub as a
macro benchmark for different schemes and as a testing tool for query evaluation
without requiring a network setup.

Tooling. The tooling application is primarily designed to maintain the database. In
particular, we can export and import data dumps, delete custom ranges of data
records, and optimize the database for read operations. These methods are used
throughout our evaluation to simplify the deployment of changing architectures.

Entities. Every entity of our system has a corresponding binary to start that entity.
Generally, these servers are running nodes in the network and waiting for a query to
be issued. On the other hand, the data user (DU) application is the entry point for
testing. This application will always run a single query according to the DU workflow
and stop after receiving the result.

Remote Control. The remote control is similar to the tooling binary but maintains
the running network. It offers interfaces to ping entities, issue shutdown signals,
or import data for a specific organization. In addition, it has access to a tracing
protocol that broadcasts commands to all entities in the network, instructing the
data collection of runtime metrics.

6.3 Implementation Details

Throughout the implementation of our prototype, we faced several challenges. While
most of these are general software development tasks, we briefly recap two specific
challenges that likely significantly impact overall performance. These are the simul-
taneous processing of thousands of requests and implementing a database structure
that facilitates our usage of bucketization.
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6.3.1 Non–Blocking Runtime for Network Communication

For the data provider (DP), test server (TS), and data owner (DO), we expect
thousands of requests that have to be managed asynchronously without blocking
newly incoming connections. On the other hand, we have to limit the usage of
available resources such that multiple nodes do not interfere with each other. Thus,
we had to find a balance that efficiently utilizes computational resources in limited
ways to measure the impact of allocating more threads and simultaneously prevent
CPU exhaustion and unavailability of nodes due to high workloads. Therefore, we
implemented three different runtimes.

Network Runtime Client Runtime Task RuntimeNetwork

Figure 6.2 Visualization of message passing between the three runtimes and the network.

Network Runtime. The network runtime is the runtime of the Network Interface
component. Its only job is to process incoming network traffic and send outgoing
messages. Therefore, it does not process the protocols; it just forwards messages
between the network interface and client implementation. Note that this has the
least computational load, and due to our usage of asynchronous processing, it is
sufficient to allocate one thread for this runtime.

Client Runtime. The client runtime is responsible for processing protocols. Therefore,
it receives messages from the network interface and must process them according
to the protocol specification. However, it outsources heavy computation to the task
runtime to not block the client. Furthermore, the client can issue new network
requests, usually only if a specific task requires it. In other words, the client runtime
orchestrates tasks in the task runtime and bridges network requests to the network
runtime. Similar to the network runtime, this orchestration requires no heavy
computations. Thus, one thread is sufficient.

Task Runtime. The task runtime is where all heavy workloads are pushed from the
client. Here we can configure the runtime to use a fixed number of threads with a
work-stealing queue. This configuration gives us a fine granular control on thread
usage, and even if some task in the runtime hangs, it does not block the network or
client interface.

6.3.2 Database Structure and Algorithms

As covered in Section 5.2.4, we can use the structure of the query evaluation tree
to filter candidates based on the union and intersection of buckets. Efficiently
adopting this scheme was the main challenge in our database design. In this section,
we introduce our approach to structuring and iterating our database to evaluate
query-specific bucketization efficiently.

Recalling our definition (cf. Section 5.2.2), a bucket is a data group-specific index
that maps records to a set of columns, and each column corresponds to the index of a
field in that data group that matches the bucket. In our database implementation, we
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store each bucket in a separate table with a key that uniquely identifies each record
in the database. We store a packed bitfield encoding the indices of the matching
data fields in the data group for the values. In other words, we set the i-th bit of the
record value if column i matches the table-specific bucket.

ID Columns

01110001
11000100
00010000

Bucket 'PR_0HT'

PR1

7
12
13

ID Columns

11110001
11000100
10010001

Bucket 'PR_0HB'
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4
7
29

ID Columns

01111101
10000111

DX1

10000000
01011010
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2
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ID PR1 PR2
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PR1 or PR2

4
7
12

29

11110001
10000100
00000000
00000000
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ID PR1 PR2

01110001
00000000

(PR1 or PR2) and DX1

7
29

11000100
10010001

DX1
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Figure 6.3 Exemplary evaluation of the set of candidates for the intersection of one bucket
with the union of two other buckets. The blue and red arrows indicate the state of the current
and next iterator, respectively. Notably, in the union of two buckets, the bitfield is set to zero if
no corresponding record exists in one bucket.

Whenever we evaluate the bucketization of the boolean expression, we represent each
leaf with a set of candidates. For that, we use an iterator that yields all records of the
corresponding bucket table; here, our database implementation must support efficient
iterators ordered by their key. The specific ordering of the key is inconsequential.
However, it must be consistent across tables. That is due to the usage of our union
and intersection implementation. Here we use a reflexive structure of an iterator that
iterates the union or intersection of existing iterators. Utilizing the ordering of the
key, we can consecutively iterate the dataset such that we will always traverse the
iterator in a forward direction. Furthermore, we can exploit the availability of seek
operations to skip a large chunk of record identifiers. That is, if one of the iterators
of an intersection yields a high record identifier, we can seek all other iterators to
the maximum observed key. Note that this way, we never allocate the entire set
of candidates but rather iterate them record by record, thus having less memory
consumption. One challenge in implementing the iterators was the requirement of
generic values. This necessity is due to the reason that we require the individual
fields to match each leaf. Thus, each combination of two iterators yields the cartesian
product of the input iterator values.

Conclusion. In this section, we have shown how we efficiently evaluate a set of
candidates for arbitrary query evaluation expression using bucketization. Therefore,
we described the organization of buckets in a table format that efficiently utilizes
the ordering of keys to iterate candidates in consecutive order. This way, we were
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not limited to calculating the set of candidates but also never required to load all
candidates at once.

6.4 Verification and Testing

Throughout the implementation and evaluation of our prototype, we maintained a
set of tools for continuously testing and benchmarking our implementation. This
section introduces tools deployed in our continuous integration pipeline to fix bugs
and performance issues as early in the development cycle as possible.

Compilation and Static Code Analysis. In a development cycle, it is important to
spot bugs as early as possible to prevent them from occurring in production and save
time debugging the application. From that perspective, the best bugs are those that
do not compile. Therefore, we always compiled with the highest warning level and
treated every warning as an error. In addition, we utilized static code analysis tools
to find error-prone parts of our code before we ran them in our test environment.

Unit Tests and Test Coverage. We wrote unit tests for all critical software sections
and ensured over 90% code coverage of all cryptographic primitives. Here we aimed
especially for all cryptographic protocols and the evaluation of queries, including
major parts of the database with a coverage of more than 50%. Therefore, we
used the random data generator and set up temporary databases. In sum, we
covered major parts of the code base with good coverage to confidently state that
our implementation works as expected.

Microbenchmarks. We implemented a benchmark suite for all cryptographic protocols,
including benchmarks for the most fundamental hash computations and arithmetic
operations on the elliptic curve. Using these benchmarks, we could compare our
protocol implementations’ expected and measured performance and spot divergencies
where we had to improve our implementation.

6.4.1 Correctness of Query Evaluation

To validate the correctness of our results, we have three programs that use different
methods to evaluate queries. Each program adds another layer of indirection, enabling
us to increase complexity step by step and narrow bugs down to a specific feature.
Throughout the implementation and evaluation of our prototype, we tested our
queries and datasets to yield consistent results across all methods.

The first program is part of our toolset, takes a raw dataset file as input, and
computes the query for every record without any encryption, database usage, or
bucketization. This way, we avoid as many bug sources as possible. Notably, this
method is implemented from scratch and does not share any source code with the
query evaluation used by our prototype or data hub.

The second program is our data hub. As noted in Section 6.2.2, the data hub
implementation is public key encryption with keyword search (PEKS) scheme agnostic.
Thus, we can use this implementation to check the consistency of all eight PEKS
schemes we implemented. Here the data hub uses the database implementation,
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including the bucketization. To test the database without encryption, we have an
additional PEKS scheme implementation called Null that does not use encryption.

Third is our prototype with the entire network stack and usage of re-encryption.
To test our adaptation of the Rhee et al. [RPSL10] PEKS scheme without the
necessity of network virtualization, we have also added our thesis scheme to the data
hub. To summarize, we have five methods to test different layers of our query and
PEKS implementation. All of these methods yield consistent results throughout the
evaluation of our prototype. As a result, we are confident that the evaluation of
queries works correctly.



7
Evaluation

In order to assess the feasibility and conformance of our system design for practical use
and in alignment with our objectives (cf. Section 4) we need to systematically evaluate
our system following our goals. Consequently, in this chapter, we elaborate on the
compliance of our system to every non-functional objective: performance, scalability,
privacy, and security. For this purpose, we first introduce our research methodology
and then subdivide the evaluation in correspondence to our objectives. Based on
the observations made, we will then continue to assess some of the performance and
privacy decisions made before discussing on the characteristics of our distributed
health data network (DHDN).

7.1 Methodology

This section outlines the process and materials used in our performance analysis.
Therefore, we start with the setup of our testbed, including network simulation and
entity configuration. Following, we introduce a real-world dataset and queries used
for evaluation in related work and this thesis. Further, we highlight some insights
on upgrading test queries to newer International Classification of Diseases (ICD)
standards. After that, we summarize our methodology for collecting, processing and
analyzing performance metrics.

7.1.1 Testbed

To obtain consistent and comparable results that are also representable for real-world
use cases, we start by stating the setup of our test environment used throughout the
thesis. For that, we performed all tests and benchmarks on the same machine. That
is a two-socket server with 96 simultaneous threads and 512 GiB of RAM.. The hard
drive is PCIe connected NVMe SSD, and for the operating system, we chose Ubuntu
22.04.
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7.1.1.1 Network Simulation

To simulate representative use-cases we have to use a reasonable simulation of
deployed reald-world networks. Mininet [LHM10] is a software that is explicitly
designed for that purpose, creating realistic virtual networks on a single machine.
These virtual networks are categorized by three components, namely a controller,
switches and hosts. Here the controller and switches build the backbone of our
network which is a point of presence (PoP) level abstraction of the interconnection
of geographical locations. Following hosts, are connected to the backbone and run
the network specific application, which are the entities in our case. In the context of
this seciton we will only cover the connectivity of hosts to the backbone and follow
up with the configuration of entities running on these hosts in the next section.

Backbone. For analysis of real-world PoP level networks Knigth et al. [KNF+11]
released a collection of topology data for more than 140 existing networks, called ‘The
Internet Topology Zoo’. Two years later, Großmann and Schuberth [GS13] proposed
Auto-Mininet, a method to automatically generate testing environments based on
the ‘The Internet Topology Zoo’ dataset using Mininet. In this thesis, we adapt
their methodology with two slight variations. First, to efficiently route messages and
simplify network management, we utilize the Software Defined Networking (SDN)
interface OpenFlow [MAB+08] to connect a different external controller. Here we
chose Onos [BGH+14] because the developer of Mininet encourages to use of either
Onos or OpenDaylight for network topologies with loops, and according to research,
Onos has better performance [SHV+15, RQIB22].

Host Connectivity. Another variation to Auto-Mininet is choosing additional con-
nectivity parameters to connect hosts. Because we are linking hosts directly to the
backbone, we need to model the peering links from internet service providers (ISPs)
to customers. Here we distinguish the data owner (DO) connectivity from other hosts,
as we consider DO to use a mobile device. For choosing the bandwidth, we go with
the most available coverage in Germany, DSL for fixed and G2 for mobile networks.
Accordingly, we choose 0.1 Mbit for DOs and 16 Mbit for all other hosts. To simu-
late the connection overhead of routing systems to the backbone, we chose a delay
according to measured round trip times of IoT [GS18] and mobile devices [RVGH13].
Here we set the delay to 50 and 30 milliseconds for DOs and other hosts, respectively.

7.1.1.2 Entity Configuration

While our network setup yields all necessary hosts to run our entities, we have
to configure the entities additionally. Although this configuration includes their
relationship and connectivity, these are naturally given by the design of our network
and omitted here. Here, we highlight two configurations of importance for evaluating
vertical and horizontal scaling. For thread usage, we need to specify an exact number
of utilized threads to evaluate the impact on vertical scaling and prevent exhaustion
of the CPU, which would impact the performance of other nodes. Next, we need to
distribute data across multiple instances to evaluate horizontal scaling.

Sharding. In order to split data across multiple instances, we make use of sharding.
We divide the dataset into multiple equally sized shards and assign each entity a
different one. One problem of this method is the incompatibility of stored data
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to a specific host identity. For example, test servers (TSs) stores index fragments
bound to the TS specific secret key. If we would share this fragment across multiple
servers with different keys, they would not be able to match their data. To solve this
incompatibility, we force all entities to have the same key pair for all cryptographic
computations on the public key encryption with keyword search (PEKS) scheme. We
tested the system without this unified key compilation flag, and it neither impacts
correctness nor performance measurements.

7.1.1.3 Simulation of Data Owners

One challenge of the test environment is the virtualization of DOs. Simulating six
million individual entities would exhaust our server capacities. Thus, we had to come
up with two optimizations for testing purposes. First, we developed a single node
that is responsible for simulating multiple DOs, which can also be used for artificial
data (cf. Section 5.1.1). Due to our asynchronous task scheme, we can spawn multiple
DOs simultaneously that share the same CPU resources but can wait simultaneously
on network traffic. Thus, we can prevent CPU exhaustion and utilize idle times
to spawn more DO to poll for query status updates. In our implementation, we
configured the DO node to simulate up to 2,048 DOs simultaneously. Accordingly,
we increase the bandwidth of the running host connectivity to 204.8 MiB. The second
optimization is an optional flag that prevents the DO from polling for new queries
but waiting to be notified with a list of candidates that are part of a new query.
This way, we do not have to wait for most of the simulated DO to receive an empty
Acquire Queries response but only simulate those that are part of the query.

Takeaway. We presented a method to create a representative virtual environment
simulating real-world networks. To allocate our host machine’s limited resources and
assess the impact of scaling computational power, we introduced the configuration for
thread utilization. We utilized sharding to distribute data among multiple instances
of an entity. Finally, we have shown that we can simulate a multiple thousand DOs
with a specialized entity.

7.1.2 Test Data and Queries

In addition to the simulation of networks, we want to assess our system based on
real-world patient data and use cases to perform queries that are part of practiced
research. Therefore, we chose to use the same dataset source and queries as the
work of Yuan et al. [YMM+17] to promote reproducibility and comparability. The
Healthcare Cost Utilization Project (HCUP) Nationwide Inpatient Sample (NIS)
dataset is publicly available with more than six million anonymized real patient data
from the United States. In contrast to the work of Yuan et al. we decided on a
newer version of the HCUP NIS dataset from 2020, with 6.47 million records. While
this recent release keeps our work up to date with the recent dataset development,
it comes with a newly updated encoding of diagnosis and procedure codes from
ICD-9 to ICD-10. As these encodings are incompatible, we must adapt the query
formulation and bucketization strategy.

Query Formulation. To convert queries, we used an online conversion tool that
maps ICD-9 to ICD-10 codes using an equivalence mapping released by the Centers
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for Medicare & Medicaid Services. Note that this is a one-to-many mapping, and
some diagnoses or procedures have multiple equivalent codes in ICD-10 due to more
granular distinctions [Car13], e.g. the severity of a diagnosis.

Bucketization Strategy. For our adaption of the bucketization strategy, we develop a
configuration that yields a comparable number of candidates for each query. As the
length of codes increased from ICD-9 to ICD-10, creating more specific buckets is
required. Here we chose to use the first two and three letters from diagnosis (e.g. ‘S8’
for ‘S89102S’) and procedures (e.g. ‘DG2’ for ‘DG20HZZ’) respectively.

To assess our conversion, we compare the results of Yuan et al. [YMM+17] using
the 2013 HCUP NIS database with our adapted queries using the version from 2020.
Table 7.1 compares the number of candidates after applying bucketization and the
results of query evaluation.

Work Name [YMM+17] Cand. Our Cand. [YMM+17] Result Our Result

[CRMC15] Chung 3,709 3,371 1,097 1,404

[GTA+14] George 8,046 6,529 397 552

[HTHB14] Habermann 15,385 7,698 10,918 41

Table 7.1 The number of candidates and results from Yuan et al. [YMM+17] in comparison to
our evaluation on a newer dataset with converted ICD codes.

Our conversion seems reasonable for the first two queries, with slight variations
expected for different datasets. However, the Habermann query matches in our adap-
tation significantly less than in the work of Yuan et al. despite having a comparable
number of candidates. This difference is because the corresponding procedures have
become much more granular. To overcome this issue, we created extended versions
that include additional codes reasonably considered as new distinctions of their
ICD-9 predecessors. Note that we have no medical background, and this extended
version only measures the impact of more granular procedures and diagnosis codes
on performance.

Work Name Conv. Cand. Ext. Cand. Conv. Result Ext. Result

[CRMC15] Chung 3,317 4,787 1,404 1,789

[GTA+14] George 6,529 12,011 552 577

[HTHB14] Habermann 7,528 10,918 41 4,632

Table 7.2 Comparison of the number of candidates and results between the converted and
extended ICD-10 adaptation of the test queries.

Takeaway. Using the HCUP NIS database, we utilize a real-world dataset of more
than six million records for our evaluation. We convert existing queries of related
work to a recent release of our dataset with different encoding for procedures and
diagnosis, achieving similar results compared to our related work.
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7.1.3 Performance Analysis

In the previous section, we focused on setting up a testing environment, virtualizing
a network, configuring hosts, and providing test data and queries. For this section,
we focus on how to measure and analyze runtime execution within our testing envi-
ronment to assess overall performance and the computational workload distribution
of smaller code segments.

7.1.3.1 Measurement of Runtime Metrics

To measure the performance of our application, we use two different methods to
collect metrics of running entities. These are event logging and code instrumentation.

Event Logging. In this method, we log certain events during the execution of the
program. Every log is associated with a specific process and contains a timestamp
and arbitrary message that may encode additional data. Therefore, this method is
suitable to measure all times of certain stages of execution, with little to no overhead
to the runtime, if used sparely. However, the disadvantages of this approach are
its low accuracy in determining the performance of smaller code sections and the
incapability to measure the effective CPU time of asynchronous tasks.

Code Intrumentation. To compensate for the disadvantages of event logging, we
incorporate code instrumentation. We explicitly call a tracing API for some code
segments whenever we enter or leave that segment, measuring its CPU time. Thus, we
can examine the CPU time of small code segments at the cost of some inaccuracy due
to the induced overhead of the tracing library. Another benefit is the cooperation with
asynchronous runtimes. Here we instrument the runtime to call the tracing library
whenever a task resumes monitoring busy and idle timings separately. In addition,
code instrumentation is not limited to time measurements. We record the size of
individual messages and instrument network sockets to trace the bandwidth usage
above the TCP-IP layer. Notably, the induced overhead is one major disadvantage of
this method. Therefore, we will examine its impact in Section 7.5.1. Nevertheless, due
to its impact on the measurements on wall times, we only enable code instrumentation
if we require to inspect the extra measurements.

7.1.3.2 Data Analysis Workflow

For the previous sections, we described how we set up a testing environment and collect
runtime measurements. We will use methods during our evaluation to gather data
and analyze different network setups. Consequently, we require an automated and
timesaving system capable of running tests, collecting measurements, and analyzing
the results. Therefore, we managed the entire workflow from test configuration to the
generation of charts in Python scripts. For this section, we introduce this workflow
stating our evaluation methodology.

Our workflow is divided into three consecutive stages, data collection, preparation,
and evaluation. The first one is responsible for running the test environment and
saving measured data in a structured way such that the second stage can parse this
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Figure 7.1 Schematic visualization of our evaluation workflow, with tasks being executed in
order from left two right.

structure and export it to a database. Finally, the third and last stage evaluates the
data utilizing this database and generates metrics and charts for this thesis.

Data Collection. The data collection is executed by a test-specific script responsible
for setting up the testing environment, commanding the network to perform specific
tasks, and outputting measured data in a structured way. Setting up the testbed is
mostly covered in the previous sections. Accordingly, the test script loads an initial
configuration of the testbed, which includes a pointer to a ‘The Internet Topology
Zoo’ data file for the backbone and then connects and configures all hosts required for
included configuration of entities. Here the script is not limited to a static network;
especially for testing scalability, the script may create different network architectures
to test. In order to ensure that the parser can link measurements in the database
with the corresponding test case, we also have to store collected data in a structured
way. First, the script must configure every host to log into a specific directory that
acts as a tracer. This tracer is the connection to the parser, encoding the specific test
case and its testing parameters so that we can uniquely identify a specific test script
run in our database. Second, entities log into a host-specific directory that encodes a
unique identifier and contains a numeric list of subdirectories for each repetition of
the same test. This way, we can later distinguish multiple runs of the same test to
get more accurate and stable results. Therefore, we ran every test fifty times for all
data measurements in this thesis.

Data Preparation. In this stage, an importer parses the output structure of tests to
export all measurements into a database. Here we distinguish between traces that
uses code instrumentation and store their data into Comma-Separated Values (CSV)
files and event logs. In the latter case, the importer parses the log file to extract all
times. Finally, we store all gathered data in test-specific prefixed database tables.

Data Evaluation. For the last stage, we use a mixed solution of Structured Query
Language (SQL) scripts and Python libraries for data analysis and chart generation
to evaluate the test measurements contained by our database. Once we carve out
some noticeable results, we put some final cleanup efforts to present our findings
coherently and export them for use in this thesis.

Takeaway. To evaluate the feasibility of our system, we require a realistic testbed with
real-world test cases and the possibility of running tests for changing environments.



7.2. Performance Analysis 91

Therefore, we introduced our methodology stating the usage of network virtualization
software, adopting real-world data in a testing environment that can be run and
configured programmatically. In the next section, we exploit this system to measure
the performance and scalability of our system design. Therefore, we first use an
artificial network architecture where every node is connected to a single backbone
switch, lowering the possibility of untracked environmental influence and promoting
comparability and consistency of our test cases. In continuation to these artificial
cases, we will then fully use our virtualization stack with a real-world use case scenario
in Section 7.3.4.

7.2 Performance Analysis

For this evaluation, we assess the conformance of our implementation to the non–
functional performance objective. In other words, we review whether our system
is practical for usage on real-world data and whether we can utilize horizontal and
vertical scalability of test servers (TSs). Therefore, we start by analyzing the time
to query data in correlation with the number of records. We then continue to spot
the most time-consuming code regions and inspect their composition. Based on the
elaborated hot spots, we then test the capability of our network to utilize multi-core
architectures and cloud service providers (CSPs). Finally, we repeat the previous
steps similarly for analyzing bandwidth usage.

7.2.1 Query Duration in Correlation with Number of Records

We sequentially imported batches of one hundred thousand records to evaluate the
impact of an increasing number of data records on the query duration. After each
import, optimize the database for read operations and then repetitively perform all
test queries. For the query evaluation, we located a single host for each entity in
one city with a threads assignment of sixty-four threads for the data provider (DP)
and TS each, thirty-two threads for the data owner (DO), and eight threads for the
collective authority (CA) and data user (DU). Note that we assigned more threads
than available, but according to our system design, the time window of overlapping
computation for the TS and DP should be very short. We then logged the wall times
for every entity from its first observation until the entity performed all tasks for that
query. In the case of the DUs, this wall time corresponds to the entire query lifetime.
Consequently, these measurements have an inclusive relation to dependent entities.
For example, the data provider cannot forward its result to the distributed health
data network (DHDN) until every TSs reports its result. Hence, measured wall times
are not suited to analyze concurrent tasks but rather the time of sequential stages in
the queries’ lifetime.

Figure 7.2 shows the query wall times for each entity. Here we point out three notable
findings.

First, the overall duration for all queries grows linearly, and none exceeds thirty
seconds. Therefore, and in comparison to other DHDNs (cf. Section 3.3), we can
confirm that our implementation is performant enough to evaluate queries on real-
world data meeting the first subgoal of our performance objective.
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Figure 7.2 Observable queries lifetime from the perspective of different entities in correlation
with the total number of records. 99% confidence intervals are displayed by a slightly transparent
border of the corresponding lines’ color.

Second, the gap between entities finishing after the TS is relatively small compared
to the DO and bottom gap. That suggests that the computational load is mostly
on the TS and DO. In addition, the weight of the TS seems to be higher as the gap
between TS and DO increases with the number of records.

Third, gap sizes between entities finishing after the TS are not increasing, with the
number of records reassuring that the aggregation of results is independent of the
number of total records. However, query construction should also be independent of
this figure, which we have yet to assess.

Please note that the outliers of Figure 7.2, reducing the time from the previous
iteration, are due to some internal database optimization algorithms. These outliers
correspond to faster database read operations of the DO. Although we could lower
the height difference by running the database optimization programmatically, this
optimization works differently for some thresholds and yields better results. Thus,
we can trace the outliers back to the database optimization, but we did not further
investigate different options for better optimization.
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To further reassure our observations, we next analyze the CPU time of every entity
spent to evaluate a query.
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Figure 7.3 Total CPU time for entities to evaluate a query in correlation with the total number
of data records and filtered candidates. 99% confidence intervals are displayed by a slightly
transparent border of the corresponding lines’ color.

Figure 7.3 confirms that most of the computation is done by the TSs and scales
linearly with the number of records. Alternatively, to be more precise, the number of
candidates grows linearly with the number of records, highlighting that the import
has no particular order on criteria relevant to the queries. Notably, DU and CA
constantly stay around zero seconds. Thus, we can conclude with high evidence that
all of their computations are independent of the number of data records.

The chart also shows a scaling CPU time for DPs and DOs. Naturally, the DO
simulation workload increases with the number of candidates as more DO must be
simulated. Thus, every DO has to poll the DP for new queries and acquire requested
consent which inherently increases the DP load.

In order to ensure that we are aware of all workloads scaling in the number of
candidates and to benchmark their share on CPU consumption, we further evaluate
CPU time spent for every candidate. Therefore, we analyze the average CPU time
of every candidate-based computation and accumulate these corresponding to the
entity that performs this computation.
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Figure 7.4 Aggregation of the CPU time spent on average for every candidate across all
protocols for each query. Error bars are shown for a 99% confidence interval.

The fact that Figure 7.4 reflects the slopes of Figure 7.3 with high accuracy shows
that we could identify all significant scaling workloads. In addition, we highlight two
important details for our further investigation.

First, the discovery queries operation takes an insignificant amount of time to filter a
candidate. This operation is the only protocol to be computed for every record if we
would not simulate DOs for candidates only. Our linkability of anonymous messages
reduces computational overhead to the number of candidates and enables efficient
filtering.

Second, only the publish consent and match record operation vary considerably for
individual queries and are the most time-consuming computations for the DO and
TS, respectively. As chosen in our design chapter, the most computational power is
required by TSs, and the less powerful DO devices only require a fraction of that
performance. Following, we investigate further into these two operations to evaluate
the distribution of CPU time in different categories spotting specific parts of the
implementation which would benefit the most from further optimizations.

7.2.2 Analysis of Hot Spots

In the previous section, we analyzed the query evaluation time and computational
workload for increasing data records. We showed that two operations represent the
most CPU time spent: the DO consent publication and the TS record matching.

One point of particular interest is the difference in CPU time of publishing consent
and matching records for different queries. Here we found a direct correlation with
the average number of requested consent and indices tested by the TS (shown in
Table 7.3), which seems likely as both scales in the number of trapdoors.

One marginalia on the comparison of requested consents and performed public key
encryption with keyword search (PEKS) tests in Table 7.3 is that the latter tends to
be much higher than the former. The reason for that is the structure of ICD codes,
and that consent is only required for a particular field. In other words, if a DU looks
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Query Characteristic Avg. Number Deviation

Chung Requested Consent 2.7 ±0.007

Index Tests 10.2 ±0.033

George Requested Consent 5.0 ±0.004

Index Tests 16.4 ±0.023

Habermann Requested Consent 3.6 ±0.004

Index Tests 14.4 ±0.045

Table 7.3 Comparison of the average number of consents requested and tests performed by
the TS for each record.

for a specific procedure with multiple case distinctions that do not matter to them,
they may search for eight different procedure codes, but it is likely that a patient
only had one of those procedures. As a result, the bucketization will yield the one
required field that matches the prefix of all procedures queried. However, from that,
which variation is stored in that field is indistinguishable, and the TS has to match
every procedure code against the one consented field.

That these characteristics are indeed the cause of the differences for each query is
further assured by our analysis that evaluates these two operations in greater detail.
Therefore, we split all computations into three categories, cryptographic operations,
database transactions, and other computations. The latter categorizes all CPU
times that are not assigned to one of the first two groups. We further distinguish
different operations in one category by a specific identifier embedded into our code
instrumentation. In the following, we use these measurements to distinguish further
the computational load of the two most significant operations.

7.2.2.1 Match Record

In this operation, the TS matches the published consent to a corresponding data
record. This operation is performed for every candidate of the query. Figure 7.5
shows a comprehensive evaluation for the match record operation.

We observe that over ninety percent of the time is spent evaluating the PEKS
Test function in all queries. As this code segment corresponds to a direct call
on the cryptographic primitive, we conclude that there is not much opportunity
for optimizations rather than to improve the elliptic curve cryptography (ECC)
implementation or choose a different PEKS scheme. This also affirms our previous
assumption that the number of PEKS tests result in different average CPU times of
this operation.

One minor optimization point are the two database read operations, one for the
required code fragments and a second for the stealth bit. While the former is batched
into a single transaction, the latter is not. The reasoning was to conditionally load
stealth bits only if the record matches; however, due to its high overhead, it most
certainly would benefit the performance to read the stealth bits together with the
consent data.
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7.2.2.2 Publish Consent

Like the match record operation, this one is performed for every query candidate,
but by the DO. Figure 7.6 shows the comprehensive evaluation for the match record
operation.
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Figure 7.6 Distribution of the publish consent operation CPU time to all called subroutines.

Here the database operations have similar timings to the match record operation.
Both load equally sized blobs from the database because the consent witness and
fragment size are the same in our implementation. We can also observe some room
for optimization, as the heat-up routine takes a noticeable amount of time but could
be cached for all operations.

On the other hand, the PEKS operations are the only crypto operations that scale
for a noticeable amount concerning different queries but are relatively close to other
cryptographic primitives. Thus, we spent much of the time on stealth address
integrity protection, which may be optimized by choosing a different scheme or
protocol. However, although these portions are relatively high, the overall duration
is quite low for cryptographic schemes based on asymmetric encryption and sufficient
for our application.
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Takeaway. This section shows that our design can perform practically used queries
on real-world data in a reasonable time. We further investigated how our system
scales with increasing records, highlighting hot spots of our implementation. These
two hot spots are performed by the TS and DP that are chosen to scale by design.
While we already implemented our DO to simulate multiple DOs in parallel, we have
yet to asses whether we can also scale the TSs instances efficiently.

7.2.3 Vertical and Horizontal Scaling of Test-Servers

In the last section, we have elaborated that most of the query evaluation is performed
by the TS. Here, we build upon the previous test setup to test the scalability of TSs.
We ran the queries only for the full dataset but with dynamically changing thread
allocation and number of TSs for vertical and horizontal scalability, respectively. We
then observed the maximum wall time of all instances.
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(a) TS wall time per query for increaing number of threads.
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Figure 7.7 Comparison of query duration in correlation to vertial (left) and horizontal (right)
scaling of the TS. Error bars are shown for a 99% confidence interval.

Figure 7.7 shows the results of our tests. For smaller thread allocations, we observe
the desirable effect of duration bisection. However, we get a diminishing return for
an increasing number of threads. The reason for that is the limit of our DO simula-
tion, limiting the TS computation to available consent messages. Thus, increasing
computational power causes us to cap the available data and wait for the DO. We



98 7. Evaluation

will see that we can further decrease the query time once we introduce multiple
DP, each with its instance of a simulating DO, in Section 7.3.2. Another noticeable
observation is the negligible difference between the vertical and horizontal scaling.
Thus, the DP is free to choose between monolithic and distributed distribution of
their computing capacity.

7.2.4 Bandwidth Usage and Message Size

Another aspect of scalability that is unattended so far is bandwidth usage. While
this is inherently included in the analysis of all times, we cannot anticipate if we
might hit a threshold by further scaling the system due to our bandwidth limitation.
This section repeats our previous course of action and investigates bandwidth usage.
Therefore, we start by analyzing the total bandwidth usage for an increasing amount
of data and then break down total usage into different messages.
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Figure 7.8 Confidence intervals are omitted as

Figure 7.8 shows the total bandwidth of entities in correlation to an increasing amount
of data for different queries. Here we have three observations we like to share.

First, the bandwidth usage only scales for DP specific entities, namely the DP,
TS, and DO. This observation reassures our design works as intended with query
construction and result aggregation scaling independent of the number of records.
Second, while TS and DO are designed to scale, the DP is currently considered a
monolithic server but has a noticeable bandwidth usage. Thus, for a production-level
system, we recommend an internet connection suitable for industrial applications, e.g.
a synchronous 1 Gbps fiber connection. Last, the TS has the highest inbound usage
in all cases but not outbound bandwidth, indicating that the consent messages induce
the highest load on the network. This hypothesis is supported by the fact that the
DP and DO seem to share a large portion of their mutual bandwidth. However, the
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DO has a significantly higher outbound usage, which could correspond to the consent
publication. To further assess the bandwidth usage of messages, we accumulate the
sizes of all sent messages in Figure 7.9.
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Figure 7.9 Accumulated size of all messages sent for specific protocols during the evaluation
of a query. Note that request and response messages are listed separately, and message sizes
are measured on top of the request-response protocol layer. Error bars are shown for a 99%
confidence interval.

As predicted, Figure 7.9 shows that the consent publication takes the majority
of bandwidth, followed by the messages between DP and DO. One unexpected
observation is that the sum of all messages only reflects about seventy percent of
our total bandwidth usage. Thus, the underlying protocol layers take a significant
amount of our overall usage. For further assesment, we inspect the individual sizes
of single messages.

Figure 7.10 shows the average size of messages sent. Notably, the messages with
the smallest average size are the largest accumulated due to their high emergence
scaling with the number of candidates. This case explains the gap between observed
message sizes and bandwidth usage, as every message sent has a small overhead
due to lower layer protocols that are relatively large compared to the small size of
the message. Nevertheless, all messages sent and received by the data owner are
sufficiently small for UMTS connections as their sum does not exceed one kilobyte,
which is one-hundredth bandwidth per second.

Furthermore, we can review the size of messages that do not scale with the number
of data records and were lost in Figure 7.9 due to their negligible accumulated
size. Similar to our previous evaluation of CPU time, we observe that the message
sizes differ significantly for queries. Here this difference correlates to the number
of trapdoors of that specific query, which is decisive for the overall query size.
Nevertheless, all message sizes are reasonable to be used in interactive protocols and
should not impede the overall performance of the query as their sizes are far from
the corresponding bandwidth limitation of the entities that send or receives them.

One last minor observation is the constant size of result propagation. Thus, these mes-
sage sizes are independent of the number of records and the query. However, we notice
that the Publish Result message is slightly larger than the Forward Query Result

message due to the Back Linkable Spontaneous Anonymous Group (bLSAG) signa-
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Figure 7.10 Average size of all messages sent for specific protocols during the evaluation of
a query. Note that request and response messages are listed separately, and message sizes
are measured on top of the request-response protocol layer. Error bars are shown for a 99%
confidence interval.

ture. Consequently, we should review this particular message size once scaling the
number of DPs.

Takeaway. Our DHDN fulfills all requirements set by our performance objective. We
showed that the system scales efficiently using limited resources: computational power
and available bandwidth. Further, we can bisect the query duration by exploiting
multi-core architectures and CSPs.

7.3 Scalability

In the previous section, we have shown that our system scales efficiently in the
number of data records and can utilize multi-core architectures and cloud service
providers (CSPs) to reduce query runtime by scaling the test servers (TSs). Thus,
we have already seen that our network meets the scalability requirements concerning
data owners (DOs) and TSs. However, to assess whether we meet the requirements of
our scalability objective, we have to investigate further the impact of increasing the
number of data providers (DPs) and collective authority (CA) members. Finally, we
conclude this section with a use case scenario that utilizes the distributed architecture
of our network to establish a distributed health data network (DHDN) among all
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German university hospitals, demonstrating that our system operates efficiently on a
larger scale.

7.3.1 Horizontal Scalability of Collective Authority Members

The CA is the entity with the least active participation in the network and query
evaluation. It is not part of any protocol in the evaluation stage. Thus, we can neglect
the overall query time but have a detailed view of the metrics of query construction
and result reception.

Bandwidth Usage. Except for the query publication, all message sizes are independent
of the number of CA members. Here we require an additional signature and public
key for the signature chain (cf. Section 5.3.3.1). In evaluating our test case, we
verify that the message size increases exactly one hundred twenty-eight bytes of
each CA member. This increment corresponds to the additional signature and
ephemeral public key (128 = 2 · |G1| + |Z|). Thus, we can increase the number of
CA members with reasonable overhead for each query, increasing the bulletin board
load. On the other hand, the data user (DU) has to engage in the Make query and
Receive Result protocols with every CA member, further increasing the bandwidth
usage of participating entities, but not increasing the overall load on the peer–to–peer
(P2P) network. We already covered the individual message sizes in Section 7.2.4
with less than twenty kilobytes for the query construction, which must be performed
consecutively, thus not increasing the bandwidth usage per second for the DU. In
contrast, the result received can be processed in parallel but has less than 100 bytes
in total, which we consider negligible bandwidth usage.

Impact on Query Duration. Notably, increasing the number of CA members impacts
the query construction, result receival, and query verification only. For the latter
two, the impact on overall duration is negligible. To be more precise, the overhead of
validating an additional element of the signature chain is 0.73 milliseconds, and we
could not measure any increase in the duration of the result received, as those are
requested in parallel, and results are already prepared by the CA members. Thus,
we only assess the query construction, which we measured in our artificial setup
of a single geolocation, but with a scaling number of collective authority members.
Figre 7.11 shows the result of our measurements.

Outstanding is the increased duration for query construction due to the consecutive
nature of the protocol. Thus, the DU has to perform every protocol in a sequence
leading to an observed linear scaling. However, this also shows that the individual
time for each request does not increase, affirming the independence to the total
number of CA members. Nevertheless, the query construction time is relatively
high compared to the overall query lifetime from other tests. We did not exploit
multi-core architectures in implementing the CA and allocated only one thread for
each member in our test scenario. Consequently, future work may parallelize the
trapdoor shuffle and discrete logarithm proof to improve the overall performance of
query construction.
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Figure 7.11 Query construction duration in correlation to the number of CA members, with
99% confidence interval. The linear increase reflects the sequential evaluation of the protocol
with every member of the CA.

7.3.2 Horizontal Scalability of Data-Providers

In our previous section, we evaluated the impact on scaling TSs, but this gives us
only insights into the scalability to process data of a single organization. However,
our goal is an environment with multiple organizations collaborating in a distributed
network. Consequently, this section will evaluate the performance for increasing DPs.
Therefore, we built upon our previous test setup (cf. Section 7.2) but reduced the
thread allocation for each organization-specific entity. Here we chose two threads for
every TS aligning with our previous scalability test of TSs and six threads for the
DP and DO each. Accordingly, we distributed the entire dataset among all instances
using. This way, we ensure that the results of all evaluations stay comparable to
each other.
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Figure 7.12 Query duration in correlation with increasing DPs with equally distributed data
shards of the full dataset. Error bars are shown for a 99% confidence interval.

Figure 7.12 shows the result of our scaling DP test. Compared to Section 7.2.3, we
achieve slightly faster evaluation than exploiting the scalability of TSs. This improve-
ment confirms our hypothesis that the scalability of TS is currently bottlenecked by
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our DO simulation (cf. Section 7.1.1.3). Nevertheless, achieving comparable results
yields evidence that our system can scale with a high number of DPs. In Section 7.3.4,
we will put this to the test in a large real-world use case scenario.

Besides the impact on query duration, we also analyzed the impact on bandwidth
usage. Here we observed a constant increase of thirty-two bytes per DP for the size
of the Publish Result message. This increment corresponds to the extra scalar
required for every ring member chosen for the Back Linkable Spontaneous Anonymous
Group (bLSAG) signature. This approach is sufficient for a smaller number of DPs
but may not scale indefinitely, as this induces a quadratic increase of total bandwidth
usage because every DP must include a scalar for every member of the ring. As
mentioned in Section 5.3.4.4, we recommend randomly selecting a fixed number of
ring candidates among all queried DPs if the ring size hits a certain threshold. In
other words, choosing a maximum ring size for the bLSAG signature would result in
a constant overhead, independent of the number of queried DPs. However, it should
be noted that this comes with privacy trade-offs for the DP identity [WLSL18].

7.3.3 Impact of Unavailabilty and Infrastructure Changes

Another aspect of scalability is the dynamic change of its infrastructure and resilience
to the unavailability of individual entities. We shortly address this aspect for the
entities of the DHDN.

Test Server. TS are only part of the organization-specific network. Thus, any change
does not directly impact the DHDN. Though if a TS leaves the system, its data
cannot be processed by other TSs because the fragments are bound to that particular
server, requiring a reimport of patient data (cf. Section 5.3.2). This case is similar
to adding a new TS, where existing data cannot be moved from another TSs but
must be reimported under the new TS public key. Consequently, changes on the
TS infrastructure should be scheduled with the data shuffle and import routine, as
covered in Section 5.3.2.3. A TS outage does not significantly impact the DHDN.
Affected DOs would still publish their consent to the bulletin board. However, no
TS would process their consent, leaving DOs unable to participate in queries during
the outage period.

Data Provider. In the case of dynamically changing DPs, there is no problem with
adding or removing new DPs as long as this change is publicly visible for all other
members of the DHDN. This publicity requirement is because ring signatures include
all DPs of a research network (RN). Thus, their identities must be publicly available
to construct the ring of public keys. More problematic is a DP blackout. Here the
CA will never receive all results it is waiting for. Naturally, we could configure a
timeout and provide the result without submitting that DP, but this may undermine
the policies of other DPs queried. For example, an attacker could include unavailable
DPs to secretly narrow their search on a single DP (cf. Section 5.3.3.1).

Collective Authority Members. Changing the CA is the most impactful infrastructure
change, as any change of the collective public key PKCA invalidates all stealth bits.
In this case, every DP will have to partially reimport all data unless they keep track
of DOs identities that are artificially generated. Otherwise, they must reimport
everything. Another problem occurs if one CA member is unavailable, leading to the
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unusability of the DHDN as no new queries can be created or results received. One
way to solve these issues is to use a (k, n)–threshold scheme [Sha79] for the CA key.
Hence, CA operations can still be performed as long as at least k out of n members
are available. Furthermore, this would also be sufficient to delay changes on the
cumulative key till maintainability schedules of the entire network.

7.3.4 A Use Case Scenario on German University Hospitals

So far, we built artificial test scenarios that scale all entities connected to a single
switch of our backbone. Although this facilitates comparability between our test
cases, it does not reflect real-world use cases. In this section, we meet this obligation
by presenting a practical application of our system.

Backbone Switch

Collective Authority
Member

Data Provider

Figure 7.13 Visualization of the university hospitals distribution connected to the ‘Deutsches
Forschungsnetz’ (DFN) network. Each DP point stands representative for all organization-
specific entities (DP, TS and DO).

Therefore, we gathered the data from all university hospitals in Germany and picked
the top twenty with the most yearly cases. For the backbone, we chose the ‘The
Internet Topology Zoo’ data of the ‘Deutsches Forschungsnetz’ (DFN) network, which
is a network designed for research purposes in Germany. We then built a DHDN
of these hospitals as DPs and distributed our dataset according to their number
of reported cases. Here we set up a single TS and DO for each DP and split all
available threads among those according to their share of records managed. A list of
all chosen university hospitals and their thread allocation can be found in Section A.4.
Additionally, we chose the top six hospitals to be part of the CA.
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Query Records DFN Records Single

Chung 10, 860, 749 14.54s ±0.12 6, 471, 165 9.15s ±0.22

George 32.09s ±0.20 14.12s ±0.39

Habermann 37.56s ±0.28 19.51s ±0.46

Table 7.4 Results of the German university hospitals scenario in comparison to our artificial
testbed with a single DP. The test ran without a collection of runtime metrics, and deviations
are given with 99% confidence.

In total, we simulated sixty-six entities managing 10, 860, 749 records. The results of
our measurements are displayed in Table 7.4. Although the timings look reasonable,
we must consider that it does not reflect the performance we would expect from our
previous analysis. Therefore, we looked into the wall times of the individual DPs,
which vary drastically. For example, in case of the Habermann query DPs finished
within 1.18 up to 34.33 seconds. On average, every DP required 12.21 seconds till
publishing the result. This inbalance shows an inadequate distribution for the number
of threads. Consequently, this use case needs to fit the assessment of the impact of
particular changes. However, it suffices to show that we can scale our network to
real-world use cases and achieve practical results, even under the limited availability
of computational resources.

Takeaway. Our system scales at most linearly with every increasing entity of our
network and, most important sublinear in the number of data records due to the
usage of bucketization. In addition, we scaled the system to a real-world use case with
more than ten million records and still got results sufficient for daily use. As a result,
we conclude that our systems meet the requirements of our scalability objective, and
we continue to assess our remaining non-functional goals, privacy, and security.

7.4 Privacy and Security

In the last two sections, we have shown that our system conforms to our non-functional
performance and scalability goals. It is left to show whether our system also fulfills
the requirements set by our privacy and security objective. This assessment has
progressively been stated in Chapter 5, where we discussed the most important design
decision and rationales to conform to our privacy and security goals. Table 7.5 shortly
summarizes the key methods used to secure integrity, confidentiality, authority, and
anonymity.

Although this only partially covers all highlighted cases in Section 5.3, it is sufficient
to argue that every protocol is security protected and preserves the privacy of the
data user (DU), data owner (DO) and data provider (DP). However, to meet our
privacy and security goals, we must also show that we deployed a non-trivial access
control scheme for dynamic consent and implemented state-of-the-art techniques to
protect data recovery and patient–identification.

Search Control. We utilized the consent witnesses to enable the DO for search
control. From a cryptographic standpoint, no one except someone with access to
that witness can consent to a request, and no one without access to the consent can
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Protocol Integrity Confidentiality Authority Anonymity TLS

Make Query – – Part of RN PKDU ✓

Publish Query EdDSA IND-CPA CA Sig. Chain PKDU p

Forward Query – – skDP N/A ✓

Discover Queries EdDSA – Stealth Address Stealth Address ✓

Acquire Queries EdDSA – Stealth Address Stealth Address ✓

Publish Consent EdDSA AES Stealth Address Stealth Address p

Forward Result – ElGamalPKCA
skTS N/A ✓

Publish Result bLSAG ElGamalPKCA
bLSAG bLSAG p

Receive Result – Key Switch skDU PKDU ✓

Table 7.5 Overview of methods used to achieve privacy and security goals in every protocol.
For secure Transport Layer Security (TLS) connections without additional protection for a
specific goal, the corresponding cell is left blank.

match encrypted data. We further utilized the collective authority (CA) to ensure
that a query uses a one-time receiver, ensuring a strong binding between the consent
and query, such that no new search request can be issued for the same query. In
addition, we used key-derived identities for the DO that are unlinkable to a specific
patient. As a result, the patient has access to an anonymous identity that has full
control over the processing of their data using the consent witnesses, fulfilling our
requirements of an access control scheme respecting patients’ privacy.

Data Owner Privacy. Additionally, we deployed multiple techniques to protect the
patient’s privacy further. In Section cf. Section 5.1.1, we covered the integration of
artificial data to achieve k–anonymity and further protect against statistical analysis
by hiding the result count (cf. Section 5.3.2.1). Finally, we showed how to deploy
data shuffeling (cf. Section 5.3.2.3) to hide statistics on individual records further.
In summary, we deployed state-of-the-art techniques covered in our related work to
protect patients’ privacy further, fulfilling privacy goal obligations.

With the last two observations, we conclude that we meet all goals set by our
privacy and security goals, finalizing the non-functional analysis of our system design.
We have shown that all requirements for performance, scalability, privacy, and
security are met, fulfilling conformance to all non-functional goals set by our problem
statement (cf. Section 4). For the remainder of this chapter, we will evaluate the
trade-offs taken to achieve these goals.

7.5 Trade–Offs on Performance and Privacy

Until this section, we evaluated the conformance of the system design and imple-
mentation to our non-functional objectives. However, these objectives are partially
orthogonal, requiring decisional trade-offs balancing usability, performance, and
privacy against each other. For this section, we assess the impact of design decisions
on our system performance. We start by observing the overhead induced by our code
instrumentation.
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7.5.1 Tracing Overhead

In Section 7.1.3.1, we mentioned that the tracing code instrumentation has an
observable overhead to the running time. We add a compiler flag that turns off all
code instrumentation to ensure that this measurement does not substantially tamper
our all times. We then repeated our use case scenario (cf. Section 7.3.4) to measure
the induced overhead of our measurement. The results in Table 7.6 show that our
comprehensive measurements significantly alter our results but still give a reasonable
estimation of the runtime magnitude. Thus, our analysis is based on an upper bound
of the actual CPU time, sufficient to test the feasibility of our system, but future
work may improve on the data collection to give more accurate results.

Query With Tracing Without Tracing Overhead

Chung 15.58s ±0.11 14.25s ±0.76 9.36% ±0.79

George 32.59s ±0.13 31.45s ±1.67 3.64% ±0.42

Habermann 42.05s ±0.30 37.56s ±0.28 11.97% ±0.79

Table 7.6 Comparison of query wall times in the use case scenario of german university hospitals.
Data was measured with and without code instrumentation to evaluate the overhead of code
instrumentation. Deviations are given for a 99% confidence interval.

7.5.2 Feasability of Larger Queries

With the introduction of ICD-10, encodings of diagnosis and procedures became
more granular. We observed this in Section 7.1.2 converting queries from ICD-9
to ICD-10, showing that our conversion suffices to reach a comparable number of
candidates but needs to be completed. Therefore, we presented extended versions
of our query to solve the problems with the increasing granularity of ICD codes by
including additional codes of new case distinctions. In this section, we review these
extended query versions to grasp the impact on our system and answer whether our
system can still perform larger queries.

Table 7.7 shows metrics of query structure for the extended version compared
to those created using the stated conversion method. Here the extended version
has very different characteristics regarding the increase of candidates and results.
Especially the George query stands out with an 84% increase of candidates but
only 5% more matches. On the other hand, the Habermann query adds more
codes but yields comparably fewer extra candidates with a massive increase in
results. Next, without tracing, we evaluated the extended queries in our performance
evaluation setup (cf. Section 7.2.1) and compared the durations against the converted
counterparts.

We observe no clear correlation between the increase in granularity and the duration
of a query. Especially the Habermann query shows that a large increase of codes and
candidates can match much more data without raising the query time to unacceptable
heights. The granularity in ICD codes does not necessarily blow up our query times
drastically, and our system is still feasible even for queries with a comprehensive
list of codes to match. Nevertheless, we leave it up for future work to assess the
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Query Procedure Codes Diagnosis Codes Canidates Result

Chung Converted 24 18 3,317 1,404

Extended 108 22 4,787 1,789

Increase 350% 22% 44% 27%

George Converted 6 4 6,529 552

Extended 47 5 12,011 577

Increase 683% 25% 84% 5%

Habermann Converted 57 10 7,528 41

Extended 267 63 10,918 4,632

Increase 368% 530% 45% 11198%

Table 7.7 Comparison of converted and extended versions of our test queries. A record matches
a query if one of their procedures and one of their diagnosis matches any of the provided
procedure and diagnosis codes, respectively.

Query Converted Extended Increase

Chung 9.15s ±0.22 13.48s ±0.06 47.35% ±0.66

George 14.12s ±0.39 30.59s ±0.08 116.67% ±0.58

Habermann 19.51s ±0.46 34.23s ±0.18 75.49% ±0.91

Table 7.8 Comparison of query durations for the converted ICD-10 queries to their extended
counterparts. Deviations are given for a 99% confidence interval.

correlation in more detail and come up with solutions to utilize the structured
encoding of ICD codes in a more sophisticated way to enhance query expressiveness
and performance (cf. Section 8.1.2).

7.5.3 Artificial Data

Although we stated the methodology of artificial data using stealth bits (cf. Sec-
tion 5.1.1) and how we can use them to increase anonymity, we did not explicitly
evaluate its impact on performance. The reason for that is that artificial data behaves
exactly like normal data. Thus, assessing its impact equals increasing the number
of records covered in Section 7.2.1. Additionally, we designed our data owner (DO)
implementation to act as a simulator for artificial data. Thus, the impact of artificial
data comes down to the anonymity and diversity one would like to achieve. However,
in the context of this thesis, we do not cover techniques to generate additional data
to ensure these properties but rather develop the tools to deploy data that has been
generated. Nevertheless, this is an important topic that needs to be addressed and is
part of our outlook (cf. Section 8.1.2).
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7.6 Discussion

We presented a distributed health data network (DHDN) that scales linearly with the
number of stored records and can utilize distributed computational power without
significant overhead. Our results confirm that the most significant task is the Test
operation and that overall performance directly corresponds to the computational
cost of it. This correlation is reaffirmed by the close relation of overall performance
to the number of available test server (TS) threads. Additionally, in our implemen-
tation of a data hub according to Yuan et al. [YMM+17], we can observe the same
increase in performance by replacing the public key encryption with keyword search
(PEKS) scheme. This congruence shows a close relation between both designs, as
our data providers are similar to their data hub. Moreover, the findings of Yuan
et al. [YMM+17] align with our observations on vertical and horizontal scalability. As
a result, we are confident that the main performance increase of our system compared
to theirs is caused by adopting a different PEKS scheme and, more particularly, a
different elliptic curve implementation. However, it was unexpected that the overall
performance of our system aligns closely to the performance of a single data hub
using the same PEKS scheme, reassuring that other protocols do not contribute
significantly to the overall query time.

Further comparing our results to related work, our implementation shows an increased
ratio of candidates matching a query (cf. Section 7.1.2). In other words, we get
higher results for the same number of candidates. This observation was expected due
to our adaption in matching records based on data groups rather than fields, thus
checking multiple fields for a specific diagnosis or procedure. However, due to the
usage of a different dataset, we cannot assess if we match more records or if some
other variation in the dataset changed the ratio. Therefore, in future research, one
may stick to the same dataset regardless if it is outdated to promote comparability
or develop an artificial test suite to compare the performance of DHDN regardless of
the dataset used for testing real-world applications.

Additionally, we emphasize that our test deployment result should be interpreted
cautiously because of the data owner (DO) simulation that was necessary to prevent
exhaustion of the host machines’ network virtualization but does not reflect a real-
world deployment. Normally, all DO would have to request updates on queries
regardless of whether they are part of the candidates. Although we have shown
that the computation and bandwidth usage to filter candidates is minor compared
to all other operations, those may sum up to a considerable amount. Therefore,
we suggest to setup a larger test environment with enough computation power to
simulate millions of DOs simultaneously and assess the impact of high workloads on
the data provider (DP). In addition, a review of the results may give a good basis for
evaluating the necessity of stealth address usage in the Acquire Queries protocol.
If a single DP can process all incoming DO requests, it would not be necessary
to distribute stealth addresses for load balancing, thus removing the necessity to
compute them.

After reviewing the time a DO spends in computing their consent and the negligible
size of Publish Consent messages, we would rather suggest swapping the curve
implementations in our PEKS formulation. This recommendation is mainly due to
the unexpectedly high amount of Test operations for every record compared to the
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Index operation. Here we underestimated the scaling of trapdoors and data fields,
leading to four times as much Test than Index operations. By design, DO devices
are the most scaling entity in the system, and redistributing a small amount of
workload from TSs to all DO devices may lead to a significant performance boost
for TSs and thus reduce overall query time. However, assessing this change in our
test environment may not yield accurate results, as we are bound to simulate all DO
on the same machine, and this change would benefit from available resources across
multiple devices. This limitation reaffirms the need for a larger testbed where DOs
are simulated on additional machines.

7.6.1 Over the Edge of the Threat Model

In this last part of our discussion, we briefly overview one important practical problem
beyond our threat model. However, due to its significant impact on data user (DU)
privacy, we shortly introduce the problem and give directions for future work or
possible deployments.

Everyone with access to the query public key PKQ and the encrypted trapdoor values
can brute-force the queried values by generating new indices and consent to them.
One entity capable of performing this offline keyword-guessing attack is the DP,
and that’s why they must be trusted in our system. In addition, the same could be
achieved by a colluding TS and DO entity, which is likely in practice as the system
benefits from a lot of contributors, which may lead to low barriers for an attacker to
be part of the DOs. Thus, an attacker with access to a compromised TS and DO
may brute force the entire query and obtain knowledge on matching fields for all DO
that consent to that query.

We recommend implementing a third round after the Acqurie Queries protocol
to prevent this kind of attack. Utilizing that round, the DP can send all DOs a
blinded version of the consent key PKQ and use the additional round to unblind
their consent without ever revealing the PKQ itself. Notably, this will drastically
increase the workload on the DP and may contradict our observation that swapping
the group definitions of our PEKS definition is beneficial in performance. However,
in the context of this thesis, the DP is trusted, and entities are not colluding. Thus,
we will leave the implementation and asses of such an extension for future work.
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Given the increasing deployment of electronic health record (EHR) [BHCW10] and
evolving use for clinical research [CSK+13, KRN+19] sharing health data becomes
increasingly valuable to improve public health [WB11]. On the other hand, cyber-
attacks on medical facilities are increasing [HG16, oHfCR21], opposing patients to
higher risks of leakage of their protected health information (PHI). In this thesis, we
presented the design of a new distributed health data network that adopts advances
in the research of searchable encryption to build a system with privacy–preserving
data discovery and dynamic consent to promote sharing of health data.

Current systems lower the risk of data leakage by encrypting data and sharing it with
a central entity that processes encrypted data using privacy-preserving technologies.
However, these approaches still depend on sharing data in encrypted form, limiting
their scalability due to governmental policies and regulatory frameworks. In addition,
these systems have no capabilities of dynamic consent, lowering patients’ willingness
to contribute their data and the scope of applications their data can be used for due
to the requirements of informed consent for evolving use cases.

To solve these limitations, we adapted two systems with orthogonal features regarding
performance and privacy. We adopted encrypted database technologies and privacy-
preserving result aggregation to create a system that runs sublinear in the number of
records and retains the confidentiality of results in the any-trust model. In addition,
we combined the distributed nature of multiple data providers with the performance
benefits of a central data hub. Our system features independent organizational
networks that are not required to share patient data. With the evaluation of queries
on more than ten million records distributed over twenty organizations within thirty
seconds, we conclude it is possible to combine the benefits of performance, scalability
and privacy of the system from Yuan et al. [YMM+17] and Froelicher et al. [FES+17].

In addition, we adopted advances in the research of searchable encryption to embed
the capabilities of dynamic consent in our system, cryptographically binding the
consent to the test of a trapdoor. As a result, we returned control of data processing
to the owner in a manner that respects and enforces their consent and did this in a
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privacy-preserving way that respects the opaque choice of the owner at every step.
Concluding, we have shown that asymmetric searchable encryption can be used to
implement dynamic consent.

We tested a prototype implementation of our system, showing that our network scales
efficiently with the number of contributing organizations. Moreover, our system
utilizes the resources of additional data providers to achieve faster query times
with little to no overhead for result aggregation and query processing, respectively.
Therefore, it is reasonable to deploy our system with hundreds of organizations and
achieve similar, if not faster, results. In addition, we showed that organizations
can scale efficiently by utilizing cloud service providers and multi-core architectures
offering various options to scale economically regarding organizations interest. Further,
our initial performance evaluation results also show high competitiveness to the results
of related work. Compared to our related work, we could evaluate queries on real-
world datasets at a fraction of the time using larger datasets and comparable hardware.
Overall, we consider our results as practical feasible, benefiting from distributed
environments, and we conclude that our network scales efficiently and is performant
enough to be deployed for practical use in real-world scenarios.

8.1 Future Work

During the development of our system, we encountered several aspects that deserve
their attention but need to be included, being outside the scope of the context of
this thesis. Here, we highlight some of these directions that we found of particular
interest and may be adopted by future work.

8.1.1 A Data Owner Interface

One of the next consequential steps to assess the system in a more practical series of
tests is the development of a data owner (DO) interface. Although our developed
application is sufficient to simulate artificial data and maybe bridge some existing
data with given broad consent to an actively running system, it does not reflect the
intended usage, nor is our system functional complete without the implementation of
a DO interface. In addition, developing such an app could benefit other research areas,
especially in dynamic consent [CH12, KBK+16] and biomedical research [BLTK+17,
CDD+17].

8.1.2 Structual Adoption of ICD Codes

In Section 7.1.2, we highlighted some of the structural properties of ICD codes.
Further in Section 7.5.2, we have seen how the structural changes from ICD-9 to ICD-
10 influence the performance of our system. Therefore, it is important to investigate
the structure of ICD codes and associated characteristics to assess the feasibility
of splitting single ICD codes into tuples of indices. Such adaptation would enable
researchers to query for a wider range of values without specifying all case distinctions
resulting in fewer trapdoors and, thus, faster query times. However, we also note
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that this may come with a trade-off in privacy, especially in the case of bucketization
usage. Thus, evaluating the diversity and anonymity requirements for bucketization
on ICD codes is of particular interest. The deployed prefix strategy reflects the
hierarchical structure of ICD codes, benefiting the classification of related codes in
a single bucket. Nevertheless, one may find an optimized version that balances the
number of candidates in buckets and the number of required artificial data records
for certain diversity and anonymity goals more efficiently.

8.1.3 A Custom-Made PEKS Scheme

For the context of this thesis, we searched for a public key encryption with keyword
search (PEKS) scheme that is eligible for adaptation in our application. However,
this scheme is not a perfect match. Notably, the consent witness is not bound to
a specific secret of the DO, and everyone with access to that witness can create
valid consent. To prevent unauthorized consent we use stealth addresses but strictly
speaking, this does not invalidate the consent. In addition, the definition of consent
is strongly bound to the definition of an index. However, future work may improve
the index definition to support more complex data types, like genomics. Decoupling
the consent process from the index may result in a more modular approach that
is more applicable for changing use cases of different data types. Finally, we could
improve performance, especially using relative slow exponentiations in G2. Here an
optimized version of a PEKS scheme may find a more suitable definition to balance
the cost of operations according to their occurrence.

8.1.4 Enhanced Query Expressiveness

In addition to supporting new types of indices, we can also improve query expressive-
ness by implementing new methods of aggregation. In the following, we highlight
three arguably valuable extensions for the network.

Threshold Policies. Here we want to present one possible extension that would yield
stronger protection for the privacy of individuals in the network. In particular, we
require the possibility to prove that a result is higher than a constant threshold,
strengthening the network resilience against queries spotting individuals in the
network. The challenge is collectively using the collective authority (CA) without
revealing the result to any members.

Result Aggregation. In this thesis, we only support obtaining the number (‘COUNT(*)’)
of matching data. However, Froelicher et al. [FES+17] showed that it is possible to
implement collective aggregation for sum and average too. Furthermore, they did
so in a privacy-preserving manner using distributed result obfuscation. Therefore, a
consequential improvement on the query expressiveness is to adapt their methodology
into our system. We also emphasize that their work includes a method for de-
duplication that is of moderate interest for practical use [CAWW19]. Although
this protocol induces a very high workload on the CA, finding a method to remove
duplicates from the result aggregation may be worth it.

Hierarchical Aggregation. The data user (DU) and data provider (DP) are similar in
aggregating results. Utilizing this similarity, we could implement a new entity type
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that acts as a bridge between two networks. In other words, a DP would take a query,
authorize it on behalf of another CA and publish it to the corresponding network.
Once the result is available, that result is published back to the former network as
the result of that DP. This separation may be of interest for the organization intern
architecture, as this would benefit the security of an organization-specific network
with the advantages of an entire distributed health data network (DHDN). Especially
in the case of larger organizations with multiple locations in different countries, this
would enable international collaboration within the organization and promote the
contribution of their results to other networks.
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Ronny Van Keer, and Benôıt Viguier. Kangarootwelve: Fast hashing
based on Keccak-p. In Bart Preneel and Frederik Vercauteren,
editors, Applied Cryptography and Network Security, pages 400–418,
Cham, 2018. Springer International Publishing.

[Ben14] Juan Benet. IPFS - content addressed, versioned, P2P file system.
CoRR, abs/1407.3561, 2014.

[BF01] Dan Boneh and Matt Franklin. Identity-based encryption from
the weil pairing. In Joe Kilian, editor, Advances in Cryptology —
CRYPTO 2001, pages 213–229, Berlin, Heidelberg, 2001. Springer
Berlin Heidelberg.

[BG84] Manuel Blum and Shafi Goldwasser. An efficient probabilistic public-
key encryption scheme which hides all partial information. In Work-
shop on the theory and application of cryptographic techniques, pages
289–299. Springer, 1984.

[BGH+14] Pankaj Berde, Matteo Gerola, Jonathan Hart, Yuta Higuchi,
Masayoshi Kobayashi, Toshio Koide, Bob Lantz, Brian O’Connor,
Pavlin Radoslavov, William Snow, and Guru Parulkar. Onos: To-
wards an open, distributed sdn os. In Proceedings of the Third
Workshop on Hot Topics in Software Defined Networking, HotSDN
’14, page 1–6, New York, NY, USA, 2014. Association for Computing
Machinery.

[BHCW10] Taxiarchis Botsis, Gunnar Hartvigsen, Fei Chen, and Chunhua
Weng. Secondary use of ehr: data quality issues and informatics
opportunities. Summit on Translational Bioinformatics, 2010:1,
2010.
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A.1 List of Abbreviations

ABE attribute based encryption

AES-GCM AES with Galois/Counter Mode

ASE asymmetric searchable encryption

bLSAG Back Linkable Spontaneous Anonymous Group

CA collective authority

CP-ABE ciphertext–policy attribute–based encryption

cSHAKE customizable Secure Hash Algorithm Keccak

CSP cloud service provider

CSV Comma-Separated Values

DAG directed acyclic graph

DFN ‘Deutsches Forschungsnetz’

DHDN distributed health data network

DO data owner

DP data provider

DU data user

ECC elliptic curve cryptography

ECDH Elliptic Curve Diffie–Hellman
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ECDLP Elliptic Curve Discrete Logarithm Problem

ECDSA Elliptic Curve Digital Signature Algorithm

EdDSA Edwards-curve Digital Signature Algorithm

EHR electronic health record

ESE efficiently searchable encryption

FHIR Fast Health Interoperability Resources

FI file injection

GDPR General Data Protection Regulation

HCUP Healthcare Cost Utilization Project

HDH Hash Diffie-Hellman

HIPAA Health Insurance Portability and Accountability Act

HITECH Healthcare Interoperability Testing and Conformance Harmonization

HVE hidden vector encryption

IBE identity based encryption

ICD International Classification of Diseases

ICD-10 International Classification of Diseases, Tenth Revision

ICF International Classification of Functioning, Disability and Health

ICHI International Classification of Health Interventions

IoT Internet of things

ISP internet service provider

IT information technology

KDF key derivation function

KG keyword guessing

LSAG Linkable Spontaneous Anonymous Group

LSS linear secret–sharing

MPC multi–party computation

NIS Nationwide Inpatient Sample

OPE order-preserving encryption

OTP one time password
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P2P peer–to–peer

PEKS public key encryption with keyword search

PHI protected health information

PKI public key infastructure

PoP point of presence

PPT Privacy–Preserving Technologies

QR code quick response code

RN research network

ROM random oracle model

RSA Rivest-Shamir-Adleman

SCF secure channel free

SCF–PEKS secure channel free PEKS

SDN Software Defined Networking

SE searchable encryption

SQL Structured Query Language

TLS Transport Layer Security

TS test server

UUID universally unique identifier

WHO-FIC WHO Family of International Classifications
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A.2 Network Messages

This part of the appendix shall show how data messages may be structured and serve
as an overview of data required by corresponding protocols. These examples align
with the prototype implementation but are slightly modified to increase readability.

const KAPPA : usize = 32;

type HEntropy = [u8; KAPPA];

type DLogProof<G> = ([G], [G]);

type Trapdoor = (G1, G2);

type EncryptedIndex = (G1, HEntropy);

type BucketIndex = [u8; 8];

Message A.1: Type definitions of primitives for selected cryptographic schemes. The
security parameter κ is chosen for a hash output size of 256 bits, corresponding to
the targeted 128-bit security level [BDP+18].

struct Query

{

metadata : Metadata,

ephemeral : Trapdoor,

procedures : [Trapdoor],

diagnoses : [Trapdoor],

extra : [Trapdoor],

buckets : [Option<BucketIndex>],

}

struct Metadata

{

public_key : G1,

timestamp : u64,

network: Uuid,

data_network: Uuid,

data_provider: [Uuid],

}

Message A.2: Full definition of a query featuring an extra structure for metadata
including the minimum number of required fields.

enum DataField {

AGE,

FEMALE,

I10_DX { index: u8 },

I10_PR { index: u8 },

...

}

Message A.3: Part of the Nationwide Inpatient Sample (NIS) data field description
featuring fields that are actively used by our implemented queries.
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struct Request

{

public_key : G1,

metadata : Metadata,

ephemeral : G1,

trapdoors : [G2],

}

struct Response

{

ephemeral : G1,

signature : EdDsaSignature,

trapdoors : [G2],

shuffle : G2,

proof : DLogProof<G2>,

}

Message A.4: Message definition for the Make Query protocol between data owner
(DO) and collective authority (CA) members.

struct Payload

{

query: Query,

key_chain: [G1],

sig_chain: [EdDsaSignature],

signature: EdDsaSignature,

}

Message A.5: Message definition for publishing to a bulletin board using the
Publish Query protocol.

struct Request

{

query_id: Uuid,

timeout: Timestamp,

procedures : [G2],

diagnoses : [G2],

extra : [G2],

buckets : [Option<BucketIndex>],

}

struct Response

{

/* empty */

}

Message A.6: Message definition for the Forward Query protocol between data
provider (DP) and test servers (TSs).

struct Request

{

known_query: Option<Uuid>,

}

struct Response

{

new_queries: [Uuid]

}

Message A.7: Message definition for the Discover Queries protocol between data
owner (DO) and data providers (DPs).
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struct Request

{

queries: [RequestEntry]

}

struct RequestEntry

{

stealth: StealthAddress,

signature: EdDsaSignature,

}

struct Response

{

queries: [ResponseEntry]

}

struct ResponseEntry

{

ephemeral: G1,

fields: [DataField],

}

Message A.8: Message definition for the Acquire Queries protocol between data
owner (DO) and data providers (DPs).

struct Payload

{

stealth: StealthAddress,

consent: AesCiphertext<ConsentPayload>,

signature: EdDsaSignature,

}

type ConsentPayload = HashMap<DataField, Option<G1>>;

Message A.9: Message definition for publishing to a bulletin board using the
Publish Consent protocol.

struct Request

{

query: Uuid,

result: ElGamalCiphertext<u64>,

}

struct Response

{

/* empty */

}

Message A.10: Message definition for the Forward Result protocol between test
server (TS) and data providers (DPs).

struct Payload

{

result: ElGamalCiphertext<u64>,

signature: BlsagSignature,

}

Message A.11: Message definition for publishing to a bulletin board using the
Publish Result protocol.
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struct Request

{

query: Uuid,

}

struct Response

{

result: ElGamalCiphertext<u64>,

nonce: G1,

forward: G1,

proof: DLogProof<G1>,

}

Message A.12: Message definition for the Receive Result protocol between data
user (DU) and collective authority (CA) members.
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A.3 PEKS Algorithms

PEKS (PKR, w)

r ←$ Z∗
p

t = e (H1 (w) , r.PKR)

return (r.B,H2 (t))

Trapdoor (skR, w)

return H1 (w)
skR

Test (I, T )

(A,B) = I

return H2 (e (T , A))
?
= B

Algorithm A.1: Cryptographic operations of the first public key encryption with
keyword search (PEKS) scheme published by Boneh et al. [BCOP04].

PEKS (skO,PKR,PKS, w)

r ←$ Z∗
p

U = r.PKR,2

ρ = H1 (skO.PKR,1)

V = H3 (r.e (PKS, Q1 + H2 (w∥ρ) .Q2))

return (U, V )

dTrapdoor (skR,PKO,PKS, w)

ρ′ = H1 (skR,1.PKO)

Tw′ = z.
(
Q1 + H2

(
w′∥ρ′

)
.Q2

)
return Tw′

dTest (skS, I, T )

return H3 (skS.e (U, Tw′))
?
= V

Algorithm A.2: Cryptographic operations of the Lu et al. [LLZ19] public key encryp-
tion with keyword search (PEKS) scheme.

PEKS (PKR,PKS, w)

r ←$ Z∗
p

A = r.PKR,1

B = H2 (e (PKS,1, r.H1 (w)))

return (A,B)

dTrapdoor (skR,PKS, w)

r′ ←$ Z∗
p

T1 = r′.B

T2 = sk−1
R .H1 (w)H

(
r′.PKS,1

)
return (T1, T2)

dTest (skS, I, T )

T = T2 − H (skS.T1)

return B
?
= H2 (e (A, skS.T ))

Algorithm A.3: Cryptographic operations of the Rhee et al. [RPSL10] public key
encryption with keyword search (PEKS) scheme.
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PEKS (PKR,PKS, w)

r, s←$ Z∗
p

C1 = r.PKR

T = r.e (PKS, w.g1 + h)

C2 = H1 (T )

h′ = H2 (C1, C2)

C3 = r.
(
h′.u+ s.v + d

)
return (s, C1, C2, C3)

dTrapdoor (skR,PKS, w)

r′ ←$ Z∗
p

T1 = r′.g

T2 = sk−1
R . (w.g1 + h)

+H
(
r′.PKS

)
return (T1, T2)

dTest (PKR, skS, I, T )

h′ = H2 (C1, C2)

if e
(
C1, h

′.u+ s.v + d
)

̸= e (PKR, C3)

return ⊥
fi

T = T2 −H (skS.T1)

return C2
?
= H1 (e (C1, skS.T ))

Algorithm A.4: Cryptographic operations of the Guo et al. [GY15] public key
encryption with keyword search (PEKS) scheme.
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A.4 University Hospitals Data
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